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Foreword

On behalf of the organizing committee, we 
wholeheartedly welcome you to the ACM 
Eighteenth International Conference on 
Information and Knowledge Management 
(CIKM 2009). We hope this conference 
proves to be interesting and benefi cial.

CIKM 2009 was originally planned to be 
held in Beijing, China. However, due to 
unforeseen reasons, CIKM 2009 had to be 
moved to Hong Kong in early December 
2008, and the organizing committee was 
re-invited. This late re-organization of the 
conference caused many troubles and 
much burden in terms of preparation and 
fi nancial costs. Despite the shortened 
time period and fi nancial problems, 
David Cheung, the newly invited General 
co-Chair, and his local team worked 
very diligently to carefully prepare an 
outstanding program for everyone.

Since its inception, the CIKM conference 
has provided a unique international forum 
for the presentation, discussion, and 
dissemination of research fi ndings in data 
management, information retrieval, and 
knowledge management. The conference 
has been a leading forum in which 
experts from academia, industry, and the 
government gathers to exchange ideas, 
research achievements, and technical 
developments in multidisciplinary research 
areas. CIKM has rapidly grown to become 
one of the world’s most recognized 
conferences in the fi eld. CIKM 2009 
has received a record high number of 
submissions in the history of CIKM, as can 
be seen from the following statistics:

1153 abstracts submitted • 
847 full papers submitted• 
123 papers accepted for presentation • 
as full papers (14.5% acceptance 
rate) and an additional 171 were 
accepted for poster presentation

In addition to regular research tracks, 
CIKM 2009 features 3 keynote speakers, 
4 pre-conference tutorials, 11 workshops, 
18 industrial papers, 24 demo papers, and 
1 panel. We are proud of our program and 
acknowledge the tireless efforts of people 
who materialized this program. 

First of all, we are honored to have 3 
distinguished keynote speakers: Kyu-
Young Whang, Edward Chang, and 
Clement Yu. We deeply appreciate their 
time and commitment to attend our 
conference and share their cutting-edge 
research experiences and insightful 
comments in their research topics.

An enormous amount of effort was 
undertaken to materialize this program 
and produce the proceedings. The 
technical program of the conference 
was selected by a renowned program 
committee that consists of three PC 
co-chairs, Wesley Chu, Xiaohua (Tony) 
Hu, and Jimmy Lin, 22 PC Vice chairs 
who managed the program’s subareas, 
and more than 370 committee members. 
They were challenged in selecting quality 
papers from many good papers. We wish 
to express our deepest gratitude to the 
program committee members, external 
reviewers, and all authors who submitted 
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their papers to CIKM 2009. We especially 
acknowledge the contribution of Tony Hu 
who monitored and managed the editing 
of the proceedings to meet the production 
schedule and create the program. 

We would also like to thank: the Honorary 
Conference co-Chairs, Peter P. Chen, 
Wei Li, and Shan Wang; Organization 
Chair, Ben Kao; Award co-Chairs, Peter 
Scheuermann and Lizhu Zhou; Industry 
Track Chair, Mukesh Mohania; Panel 
Chair, Avigdor Gal; Tutorial co-Chairs, 
Michael Ng and Masatoshi Yoshikawa; 
Registration Chair, Reynold Cheng; 
Treasurers, Yuan An and Ada Fu; 
Workshop co-Chairs, Wook-Shin Han 
and Min Song; Local Arrangement Chair, 
Leong Hong Va; Web co-Chairs, Eric Lo 
and Christopher C. Yang; Publicity co-
Chairs, Jae-Gil Lee, Qing Li, and Zhoujun 
Li; Sponsorship co-Chairs, Wong Kam 
Fai, Zaiqing Nie, and Chang-Tien Lu; 
Proceedings co-Chairs: Jiexun Jason 
Li and Zhiyong Peng; Poster co-Chairs, 
Yuan An and Raymond Wong; and Demo 
co-Chairs, Lei Chen and Jin-Ho Kim. 
Without their tireless work, this conference 
could not have been successful.

In addition, we would like to express 
our appreciation to all of our sponsors: 
ACM, ACM SIGIR, ACM SIGWeb, K.C. 
Wong Education Foundation in Hong 
Kong, Hong Kong Pei Hua Education 
Foundation, EMC2, IRF, UMBC, Microsoft 
Live Labs, Google, Yahoo! Labs, City 
University of Hong Kong, The Hong Kong 
Polytechnic University, The University of 
Hong Kong, Hong Kong Baptist University, 
Microsoft, Yandex and the Hong Kong 

University of Science and Technology. 
Their generous sponsorships and support 
made this conference successful.

Last, but not least, we gratefully thank 
Karen Hung of Hong Kong University for 
her help and work by keeping track of 
all the minor details that made a major 
difference in preparing and managing 
the conference. 

Finally, we would like to thank the CIKM 
Steering Committee for their vote of 
confi dence in us. It is a great honor and 
pleasure to accept the responsibilities 
and challenges of general chairs. 
We are pleased to offer this excellent 
program. We hope that attendees fi nd 
the technical program of CIKM 2009 to 
be interesting and productive towards 
their research endeavors. We hope you 
all take advantage of these opportunities 
for professional development. We 
further hope that the conference will be 
stimulating, informative, enjoyable, and a 
fulfi lling experience to all who attend it.

Enjoy the CIKM 2009 conference and your 
stay in Hong Kong!

David Cheung and Il-Yeol Song
General co-Chairs

Foreword
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Message from the Program Committee Chairs

It is our great pleasure to welcome you to the 18th ACM Conference on Information 
and Knowledge Management (CIKM 2009) in Hong Kong. Since 1992, CIKM has been 
successfully bringing together leading researchers from the database, information 
retrieval, and knowledge management communities. The purpose of the conference 
is to identify challenging problems facing the development of future knowledge and 
information systems, and to shape future research directions through the publication 
of high-quality research fi ndings, both theoretical and applied. In CIKM 2009, we 
continue the tradition of promoting collaboration among the general areas of databases, 
information retrieval, and knowledge management. Continuing the successes from 
CIKM 2008 in Napa Valley, California, the United States, this year’s call for papers 
attracted almost 850 submissions from Africa, the Americas, Asia, Australia, Europe, 
and the Middle East. The program committee accepted 123 submissions as full 
papers for oral presentation (14.5%) and an additional 171 as short papers for poster 
presentation (20.2%).

We’d like to acknowledge everyone who made this technical program possible. First, 
we would like to thank the authors for providing the contents of the program: the 
conference would not be possible without your contributions. Our gratitude goes out 
to the program committee and external reviewers, who worked extremely hard in 
providing feedback on the submissions. The vice chairs deserve much recognition for 
shepherding the review process and for helping along the way. A very big “thank you” 
goes out to all the countless others who have contributed to making CIKM 2009 a 
success. Finally, we would like to thank all our corporate sponsors for their 
generous support.

We hope that you will fi nd this program interesting and thought-provoking. Please enjoy 
the conference and the opportunity to network with friends and colleagues from around 
the world. Finally, see you next year in Toronto, Canada!

Wesley Chu
CIKM 2009 KM Track PC Chair

UCLA, USA

Xiaohua Hu
CIKM 2009 DB Track PC Chair

Drexel University, USA

Jimmy Lin
CIKM 2009 IR Track PC Chair
University of Maryland, USA
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Sponsors

Platinum Supporters

Gold Supporters

Bronze Supporters
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Program-at-a-glance

Monday Nov 2 Tuesday Nov 3
8:00-8:30 Welcome and Opening Remarks
8:30-9:30 Tutorials

(9:00 - 12:30)
Tutorial 1 (Rm 202)
Tutorial 2 (Rm 203)

Workshops
WIDM (Rm 204)
CloudDB (Rm 205)

Coffee Break 
(10:30 - 11:00)

Keynote 1
Prof. Kyu-Young Whang: DB-IR 
Integration and Its Application 
to a Massively-Parallel Search 
Engine (Rm 201)

9:30-9:45 Poster boaster
9:45-10:10 Coffee Break

10:10-12:00 Regular paper presentation
1A (Rm 201A)
1B (Rm 201B)
1C (Rm 201C)
1D (Rm 204)

12:00-13:45 Lunch break
13:45-15:15 Tutorials

(14:00 - 17:30)
Tutorial 3 (Rm 202)
Tutorial 4 (Rm 203)

Workshops
WIDM (Rm 204)
SWSM (Rm 205)

Coffee Break 
(15:30 - 16:00)

Regular paper presentation
2A (Rm 201A)
2B (Rm 201B)
2C (Rm 201C)
2D (Rm 204)

15:15-15:40 Coffee break
15:40-17:30 Regular paper presentation

3A (Rm 201A)
3B (Rm 201B)
3C (Rm 201C)
3D (Rm 204)

18:00-21:00 Opening reception

For poster program see Page 38
For demonstration program see Page 51
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Wednesday Nov 4 Thursday Nov 5 Friday Nov 6

Keynote 2 
Dr. Edward Chang : 
Confucius and “its” 
Intelligent Disciples 
(Rm 201)

Keynote 3 
Prof. Clement Yu: 
Advanced Metasearch 
Engines (Rm 201)

Workshops
DOLAP (Rm 201A)
DTMBIO (Rm 201B)
TSA (Rm 202)
CNIKM (Rm 203)
PaIR (Rm 204)
DSMM (Rm 205)Poster boaster Poster boaster

Coffee Break Coffee Break
Regular paper presentation 
4A (Rm 201A)
4B (Rm 201B)
4C (Rm 201C)
4D (Rm 204)

Regular paper presentation
6A (Rm 201A)
6B (Rm 201B)
6C (Rm 201C)
6D (Rm 204)

(Luncheon Talk by EMC2)                Lunch break
Regular paper presentation  
(13:40 - 15:30)
5A (Rm 201A)
5B (Rm 201B)
5C (Rm 201C)
5D (Rm 204)

Regular paper presentation
7A (Rm 201A)
7B (Rm 201B)
7C (Rm 201C)

Workshops
DOLAP (Rm 201A)
DTMBIO (Rm 201B)
TSA (Rm 202)
CNIKM (Rm 203)
PAVLAD (Rm 204)
MoSEDQS (Rm 205)

 

Coffee break Coffee break
Excursion (15:30-18:30)
Ngong Ping

Banquet 
(20:00-22:00)
Jumbo Kingdom

Regular paper presentation
8A (Rm 201A)
8B (Rm 201B)
8C (Rm 201C)
8D (Rm 204)

7

November 2-6, 2009, Hong Kong, China



Tutorials

8

CIKM 09



Half Day Tutorials

Morning Tutorials
Monday, Nov 2, 09:00-12:30

10:30 – 11:00: Coffee Break

Afternoon Tutorials
Monday, Nov 2, 14:00-17:30

15:30 – 16:00: Coffee Break 

Tutorial 1

Resources and Methods for the Acquisition of Open-Domain Concepts and 
Conceptual Hierarchies from Text
Location: Room 202
Marius Pasca (Google Inc.) 

Tutorial 2

Introduction to Computational Advertising
Location: Room 203
Andrei Broder, Vanja Josifovski, Evgeniy Gabrilovich (Yahoo! Research) 

Tutorial 3

Parallel Algorithms for Mining Large-scale Datasets
Location: Room 202
Edward Y. Chang, Kaihua Zhu and Hongjie Bai (Google Research) 

Tutorial 4

Statistical Models for Web Search Clicks Log Analysis
Location: Room 203
Fan Guo (Carnegie Mellon University) and Chao Liu (Microsoft Research)
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Tutorials

Tutorial 1: Resources and Methods for the Acquisition of Open-Domain Concepts 
and Conceptual Hierarchies from Text
Marius Pasca (Google Inc.)

Abstract: Despite differences in the types of targeted information, as well as underlying 
algorithms and tools, a common theme shared across recent approaches to information 
extraction is an aggressive push towards large-scale extraction. Documents spanning 
various genres are readily available on the Web, providing signifi cant amounts 
of textual content towards the acquisition of instances, concepts and conceptual 
hierarchies, as a step towards the far-reaching goal of automatically constructing 
knowledge bases from unstructured text. This tutorial provides an overview of 
extraction methods developed in the area of Web-based open-domain information 
extraction, with the purpose of acquiring sets of instances within unlabeled or labeled 
open-domain concepts. The concepts are organized either as a fl at set of hierarchically. 
The extraction methods operate over unstructured or semi-structured text available 
within collections of Web documents, or over relatively more intriguing streams of 
anonymized search queries. They take advantage of weak supervision provided in the 
form of seed examples or small amounts of annotated data, or draw upon knowledge 
already encoded within resources created strictly by experts or collaboratively by users. 
The more ambitious methods, aiming at acquiring millions of instances from text, need 
to be designed to scale to Web collections – a restriction with signifi cant consequences 
on overall complexity and choice of underlying tools – in order to ultimately aid 
information retrieval in general and Web search in particular, by producing open-
domain concepts, along with facts or relations among instances or among concepts.

10

CIKM 09



Tutorials

Tutorial 2: Introduction to Computational Advertising
Andrei Broder, Vanja Josifovski, Evgeniy Gabrilovich (Yahoo! Research)

Abstract: Online advertising affects virtually every Web user, and over the recent years 
has grown into a $20 billon industry. As with the Web corpus, the structure of the 
online ads is substantially different than any other previously studied text corpus. The 
queries used for selecting online ads can also differ substantially from the commonly 
explored short textual queries, as for example when selecting advertisements for a 
given web page or specifi c context of a user. These differences require reexamination 
of many conclusions of traditional IR, such as document analysis, query expansion, 
scoring and length normalization, and performance evaluation. In this tutorial we will 
give an overview of the Ad Retrieval fi eld of Computational Advertising. Computational 
advertising is a new scientifi c discipline that studies the process of advertising on the 
Internet and combines methods from IR, machine learning, statistics, optimization and 
economics to select the optimal ads for a given user in a given context on the Web. We 
will demonstrate how to employ a relevance feedback assumption and use Web search 
results retrieved by the query. This step allows one to use the Web as a repository of 
relevant query-specifi c knowledge. We will also describe techniques that go beyond 
the conventional bag of words indexing, and construct additional features using a large 
external taxonomy and a lexicon of named entities obtained by analyzing the entire 
Web as a corpus. 

Tutorial 3: Parallel Algorithms for Mining Large-scale Datasets
Edward Y. Chang, Kaihua Zhu and Hongjie Bai (Google Research)

Abstract: The explosive growth of data such as text, photo, video, and biological 
requires scalable computational solutions. For instance, YouTube attracts more than10-
hour videos per minute. Photo sites such as Flickr and PicasaWeb receive millions 
of uploads per week. And the coming of personal genome data can be exceedingly 
demanding in storage and computation. To organize, index, analyze, and retrieve these 
large-scale data, a system must employ scalable algorithms. Therefore, at the forefront, 
the research community ought to consider solving the real, large-scale problems, rather 
than dealing with small toy datasets, which success does not translate to real-world, 
large datasets. In this tutorial, we will present key models and parallel algorithms for 
dealing with data in the Gegascale. We will also provide participates a huge annotated 
dataset to conduct research.
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Tutorials

Tutorial 4: Statistical Models for Web Search Clicks Log Analysis
Fan Guo (Carnegie Mellon University) and Chao Liu (Microsoft Research)

Abstract: Every day billions of queries and clicks submitted to search engines are 
automatically logged and aggregated. Such click data have become one of the most 
important and extensive feedback signals from the World Wide Web audience. They 
are valuable resources for both information retrieval researchers, to better understand 
human interaction with retrieval results and calibrate their hypotheses or models, and 
web search practitioners, to measure, monitor and learn to improve search engine 
performance. However, the interpretation of user clicks is a non-trivial task because 
many elements come into play in the decision process. For example, previous eye 
tracking studies indicated that clicks are generally biased as a form of absolute 
relevance judgment, and clicking decision on a web document depends on both the 
position (rank) and the context (other documents) of the presentation. 

Click models usually incorporate a statistical depiction of user interaction with web 
search results in a query session, by specifying probabilities of examination and clicks 
at different positions and how they depend on each other. They provide principled, 
scalable solutions to inferring user-perceived relevance of web documents, and 
modeling outputs could be further leveraged in various search-related applications 
including search engine quality evaluation and sponsored search auctions. In the 
past year, quite a few click models have been presented in leading data mining, web 
searches well as information retrieval conferences such as KDD, WWW, SIGIR and 
WSDM. They are very well appreciated by audiences with both academic and industrial 
backgrounds and have stimulated many in-depth discussion and investigation. The 
growing popularity and impact of this topic are refl ected in the fact that both the 
WWW’09 and the SIGIR’09 conference programs have an individual session devoted to 
click models. We believe that it is timely and in high demand to have a well-organized 
tutorial on this emerging growing theme accessible to researchers and developers from 
the database, information retrieval, and knowledge management communities. 

In this tutorial, we will present a comprehensive overview of these most recent 
developments, examine and compare state-of-the-art models, explore several 
application scenarios, and lay out challenges as well as future directions of this area.
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Kyu-Young Whang
Compute Science Department

KAIST, Korea

DB-IR Integration and Its Application to 
a Massively-Parallel Search Engine
Tuesday, November 3
8:30-9:30
Location: Rm 201

Nowadays, as there is an increasing need to integrate the DBMS (for structured 
data) with Information Retrieval (IR) features (for unstructured data), DB-

IR integration is becoming one of major challenges in the database area[1,2]. 
Extensible architectures provided by commercial object-relational DBMS(ORDBMS) 
vendors can be used for DB-IR integration. Here, extensions are implemented 
using a high-level (typically, SQL-level) interface. We call this architecture loose-
coupling. The advantage of loose-coupling is ease of implementation. But, loose-
coupling is not preferable for implementing new data types and operations in large 
databases when high performance is required. In this talk, we present a new DBMS 
architecture applicable to DB-IR integration, which we call tight-coupling. In tight-
coupling, new data types and operations are integrated into the core of the DBMS 
engine in the extensible type layer. Thus, they are incorporated as the “fi rst-class 
citizens”[1] within the DBMS architecture and are supported in a consistent manner 
with high performance. This tight-coupling architecture is being used to incorporate 
IR features and spatial database features into the Odysseus ORDBMS that has 
been under development at KAIST/AITrc for over 19 years. In this talk, we introduce 
Odysseus and explain its tightly-coupled IR features (U.S. patented in 2002[2]). 
Then, we demonstrate excellence in performance of tight-coupling by showing 
benchmark results. We have built a web search engine that is capable of managing 
100 million web pages per node in a non-parallel confi guration using Odysseus. This 
engine has been successfully tested in many commercial environments. This work 
won the Best Demonstration Award from the IEEE ICDE conference held in Tokyo, 
Japan, in April 2005[3]. Last, we present a design of a massively-parallel search 
engine using Odysseus. Recently, parallel search engines have been implemented 
based on scalable distributed fi le systems (e.g., GFS). Nevertheless, building a 
massively-parallel search engine using a DBMS can be an attractive alternative 
since it supports a higher-level (i.e., SQL-level) interface than that of a distributed fi le 
system while providing scalability. The parallel search engine designed is capable of 
indexing 30 billion web pages with a performance comparable to or better than those 
of state-of-the-art search engines.

Keynotes
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Kyu-Young Whang is a KAIST Distinguished Professor and Professor of Computer 
Science at KAIST.  Previously, he was with IBM T.J.Watson Research Center from 
1983 to 1990. Since joining KAIST in 1990, he has been leading the Odysseus DBMS/
Search Engine project featuring tight-coupling of DBMS with information retrieval (IR) 
and spatial functions. An earlier version of this technology played a vital role in starting 
up NaverCom Co. (currently, NHN Co.) in 1997-2000, which is the number one portal 
in Korea. Dr. Whang is one of the pioneers of probabilistic counting, which nowadays 
is being widely used in approximate query answering, sampling, and data streaming. 
One of the algorithms he co-developed at IBM Almaden (then San Jose) Research Lab 
in 1981 has been made part of DB2. Dr. Whang is the author of the fi rst main-memory 
relational query optimization model developed in 1985 and reported in 1990 in ACM 
TODS in the context of Offi ce-by-Example (OBE). This model infl uenced subsequent 
optimization models of commercial main- memory DBMSs. His research has covered a 
wide range of database issues including physical database design, query optimization, 
DBMS engine technologies, and more recently, IR, spatial databases, data mining, and 
XML. Dr. Whang was the Coordinating Editor-in-Chief of the prestigious VLDB Journal, 
having served the journal for 19 years from its inception as a founding editorial board 
member. He is a Trustee Emeritus of the VLDB Endowment and served the 
international academic community as the General Chair of VLDB2006, DASFAA2004, 
and PAKDD2003, as a PC Co-Chair of VLDB2000, CoopIS1998, and ICDE2006, and 
as an editorial board member of journals such as IEEE TKDE, The WWW Journal, and 
IEEE Data Engineering Bulletin. He served as the Chair of the Steering Committee 
of the DASFAA International Conference and as a co-founder of the Korea-Japan 
Database Workshop (KJDB) annually held alternately in Korea and Japan. He is a 
member of the ACM SIGMOD Dissertation Award Committee and served as a member 
of many 10-year Best or Infl uential Paper Award committees of VLDB and IEEE ICDE. 
He served as an IEEE Distinguished Visitor from 1989 to 1990 and was invited to 
ACM SIGMOD Distinguished Profi le in Databases in 2007.  He earned his Ph.D. from 
Stanford University in 1984. Dr. Whang is an IEEE Fellow, a member of the ACM and 
IFIP WG 2.6.

Keynotes
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Edward Y. Chang
Google China, China

Confucius and “its” Intelligent 
Disciples
Wednesday, November 4
8:30-9:30
Location: Rm 201

Confucius is a great teacher in ancient China. His theories and principles were 
effectively spread throughout China by his disciples.  Confucius is the product 

code name of Google’s Knowledge Search product, which is developed at Google 
Beijing offi ce.  In this talk, I present Knowledge Search’s key disciples, which are 
data management subroutines that generate labels for questions, that match existing 
answers to a question, that evaluate quality of answers, that rank users based on 
their contributions, that distill high-quality answers for search engines to index, 
and that route questions to domain experts, and etc.  This talk presents scalable 
algorithms that we have devised to make these disciples effective in dealing with 
huge datasets. Efforts in making these algorithms run even faster on thousands of 
machines, and some open research problems will also be presented.

Edward Chang directs Google Research in China since March 2006. He joined the 
department of Electrical & Computer Engineering at University of California, Santa 
Barbara, in 1999 after receiving his PhD from Stanford University. Ed received his 
tenure in 2003, and was promoted to full professor of Electrical Engineering in 2006. 
His recent research activities are in the areas of distributed data mining and their 
applications to rich-media data management and social-network collaborative fi ltering. 
His research group recently parallelized SVMs, PLSA, Frequent-itemset Mining, 
Spectral Clustering, and LDA to run on distributed machines for mining large-scale 
datasets. Ed has served on ACM, VLDB, IEEE, WWW, and SIAM conference program 
committees, and co-chaired several conferences including MMM, ACM MM, ICDE, and 
WWW. Ed is a recipient of the IBM Faculty Partnership Award and the NSF Career 
Award.

Keynotes
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Clement Yu
Department of Computer Science
University of Illinois at Chicago
USA

Advanced Metasearch Engines
Thursday, November 5

8:30-9:30
Location: Rm 201

A metasearch engine is a system, which is connected to different search engines. 
In response to a user query, it invokes suitable search engines for  the query, 

merges the information returned by these search engines and output the merged 
result. There are two types of metasearch engines: one type for unstructured data 
(mostly text) and the other for structured data. In comparison to a text search 
engine, a metasearch engine can have a higher coverage of the Web and can 
have more timely information. A metasearch engine for structured data facilitates 
comparison shopping and services and is convenient to use. In this talk, we discuss 
the problems and their potential solutions. In addition, challenges and unsolved 
problems are sketched.

Clement Yu is a professor in the Department of Computer Science at the University 
of Illinois at Chicago. His areas of research are information retrieval, data base 
management and applications to health care. He served as chair of the ACM SIGIR 
society, program committee chair of ACM SIGIR conference, general chair of ACM 
SIGMOD conference and as an advisory committee member of the National Science 
Foundation. He has published more than 200 papers in various journals such as JACM, 
TODS, TOIS, TKDE, and TSE and in various conferences such as SIGIR, CIKM, 
SIGMOD, VLDB, WWW and ICDE. He has served as associate editor/member of 
editorial board of several journals such as TKDE.

Keynotes
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Sessions
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SessionsTuesday, Nov 3

Poster Boaster Session
Tuesday, Nov 3, 9:30-9:45

Keynote 1
Tuesday, Nov 3, 8:30-9:30

Poster Boaster 
Location: Rm 201
KM: Wesley Chu
DB: Xiaohua Hu
IR: Jimmy Lin

Keynote 1
Location: Rm 201
Prof. Kyu-Young Whang: 
DB-IR Integration and Its Application to a Massively-Parallel Search Engine 
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Sessions Tuesday, Nov 3

Session 1
Tuesday, Nov 3, 10:10-12:00

1A - KM Track - Information Extraction I (Session Chair: Wai Lam, CUHK) 
Location: Rm 201A

 StereoTrust: A Group Based Personalized Trust Model
 Xin Liu, Anwitaman Datta, Krzysztof Razdca, Ee-Peng Lim

 An Empirical Study on Using Hidden Markov Model for Search Interface  
 Segmentation
 Ritu Khare, Yuan An

 Query by Analogical Example: Relational Search Using Web Search  
 Engine Indices
 Makoto Kato, Hiroaki Ohshima, Satoshi Oyama, Katsumi Tanaka

 Semi-Supervised Learning of Semantic Classes for Query Understanding  
 -- from the Web and for the Web
 Wang Ye-Yi, Raphael Hoffmann, Xiao Li, Jakub Syzmanski 

 Effi cient Record-Level Wrapper Induction
 Shuyi Zheng, Ruihua Song, Ji-Rong Wen, C. Lee Giles

1B - IR Track - Web Search (Session Chair: Xiaoming Li, Beijing University) 
Location: Rm 201B

 What Happens after an Ad Click? Quantifying the Impact of Landing  
 Pages in Web Advertising
 Hila Becker, Andrei Broder, Evgeniy Gabrilovich, Vanja Josifovski, Bo Pang

 Characterizing Commercial Intent
 Azin Ashkan, Charles Clarke

 Analyzing and Evaluating Query Reformulation Strategies in Web 
 Search Logs
 Jeff Huang, Efthimis Efthimiadis

 Characterizing and Predicting Search Engine Switching Behavior
 Ryen White, Susan Dumais

 Clustering and Exploring Search Results using Timeline Constructions
 Omar Alonso, Michael Gertz, Ricardo Baeza-Yates
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Sessions

1C - DB Track - XML Data Processing, Filtering, Routing, and Algorithms 
(Session Chair: Wook-Shin Han, Kyungpook National University) 
Location: Rm 201C

 Effective, Design-Independent XML Keyword Search
 Arash Termehchy, Marianne Winslett

 Effi cient Processing of Twig Pattern Matching in Fuzzy XML
 Jian Liu, Z. M. Ma, Li Yan

 Dissemination of Heterogeneous XML Data in Publish/Subscibe   
 Systems
 Yuan Ni, Chee-Yong Chan

 Linear Inclusion for XML Regular Expression Types
 Dario Colazzo, Giorgio Ghelli, Luca Pardini, Carlo Sartiani

 Effective XML Content and Structure Retrieval with Relevance Ranking
 Liu Xiping, Wan Changxuan, Chen Lei

1D - IR Track - Domain-Specifi c Retrieval I 
(Session Chair: David Carmel, IBM Research, Haifa Research Lab) 
Location: Rm 204

 Intention-Focused Active Reranking for Image Object Retrieval
 Jen-Hao Hsiao, Ming-Syan Chen

 A Translation Model for Matching Reviews to Objects
 Nilesh Dalvi, Ravi Kumar, Bo Pang, Andrew Tomkins

 Learning Better Transliterations
 Jeffrey Pasternack, Dan Roth

 Supervised Semantic Indexing
 Bing Bai, Jason Weston, David Grangier, Ronan Collobert, Yanjun Qi,   
 Kunihiko Sadamasa, Olivier Chapelle, Kilian Weinberger

 Ranking Model Adaptation for Domain-Specifi c Search
 Bo Geng, Linjun Yang, Chao Xu, Xian-Sheng Hua

 Tuesday, Nov 3
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Sessions Tuesday, Nov 3

Session 2
Tuesday, Nov 3, 13:45-15:15

2A - KM Track - Information Extraction II 
(Session Chair: Lei Chen, HKUST) 
Location: Rm 201A

 Data-driven Compound Splitting Method for English Compounds in  
 Domain Names
 Sanjeet Khaitan, Arumay Das, Sandeep Gain, Adithi Sampath

 Named Entity Disambiguation by Leveraging Wikipedia 
 Semantic Knowledge
 Xianpei Han, Jun Zhao 

 Helping Editors Choose Better Seed Sets for Entity Set Expansion
 Vishnu Vyas Sethumadhavan, Patrick Pantel, Eric Crestan

 Using Multiple Ontologies in Information Extraction
 Daya Wimalasuriya, Dejing Dou

2B - IR Track - Personalization and Social Search I 
(Session Chair: Efthimis N. Efthimiadis, University of Washington) 
Location: Rm 201B

 Computational Community Interest for Ranking
 Xiaozhong Liu, Vadim von Brzeski

 Adaptive Relevance Feedback in Information Retrieval
 Yuanhua Lv, ChengXiang Zhai

 The Use of Categorization Information in Language Models for 
 Question Retrieval
 Xin Cao, Gao Cong, Cui Bin, Christian S. Jensen, Ce Zhang

 Improving Search Engines Using Human Computation Games
 Hao Ma, Raman Chandrasekar, Chris Quirk, Abhishek Gupta
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2C - DB Track - String Databases, Blogs and Social Search 
(Session Chair: Illhoi Yoo, University of Missouri, Columbia) 
Location :Rm 201C
 
 Space-Economical Partial Gram Indices for Exact Substring Matching
 Tang Nan, Lefteris Sidirourgos, Peter Boncz

 AS-Index: A Structure For String Search Using n-grams and 
 Algebraic Signatures
 Cedric du Mouza, Witold Litwin, Philippe Rigaux, Thomas Schwarz

 Robust Record Linkage Blocking using Suffi x Arrays
 Timothy de Vries, Hui Ke, Sanjay Chawla, Peter Christen

 Effi cient Algorithms for Approximate Member Extraction Using   
 Signature-based Inverted Lists
 Jiaheng Lu, Jialong Han 

2D - KM Track - Advance Mining Techniques (Session Chair: Ada Fu, CUHK) 
Location: Rm 204

 An Integrated Discriminative Probabilistic Approach to 
 Information Extraction
 Xiaofeng Yu, Wai Lam, Bo Chen

 Mining Linguistic Cues for Query Expansion: Applications to Drug   
 Interaction Search
 Sheng Guo, Naren Ramakrishnan

 Message Family Propagation for Ising Mean Field Based on 
 Iteration Tree
 Yarui Chen, Shizhong Liao

 Effi cient Itemset Generator Discovery over a Stream Sliding Window
 Chuancong Gao, Jianyong Wang

SessionsTuesday, Nov 3
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3A - KM Track - Text Mining (Session Chair: Jiantao Sun, Microsoft Asia) 
Location: Rm 201A

 Learning Document Aboutness from Implicit User Feedback and   
 Document Structure
 Deepa Paranjpe

 Joint Sentiment/Topic Model for Sentiment Analysis
 Chenghua Lin, Yulan He

 Generating Comparative Summaries of Contradictory Opinions in Text
 Hyun Duk Kim, ChengXiang Zhai 

 sDoc: Exploring Social Wisdom for Document Enhancement in 
 Web Mining
 Zhang Xiaoxun, Yang Lichun, Wu Xian, Guo Honglei, Guo Zhili, 
 Bao Shenghua, Yu Yong, Su Zhong

 Terminology Mining in Social Media
 Magnus Sahlgren, Jussi Karlgren 

3B - IR Track - Crawling and Indexing 
(Session Chair: Bruce Croft, University of Massachusetts, Amherst) 
Location: Rm 201B  

 Compact Full-Text Indexing of Versioned Document Collections
 Jinru He, Hao Yan, Torsten Suel

 On the Feasibility of Multi-Site Web Search Engines
 Ricardo Baeza-Yates, Aristides Gionis, Flavio Junqueira, 
 Vassilis Plachouras, Luca Telloli

 On-line Index Maintenance Using Horizontal Partitioning
 Sairam Gurajada, Sreenivasa Kumar P

 Adaptive Geospatially Focused Crawling
 Dirk Ahlers, Susanne Boll

 Low-cost Management of Inverted Files for Online Full-Text Search
 Giorgos Margaritis, Stergios Anastasiadis

Sessions Tuesday, Nov 3

Session 3
Tuesday, Nov 3, 15:40-17:30
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3C - DB Track - Novel Data Management and Data Mining Tools 
(Session Chair: Xue-Wen Chen, University of Kansas) 
Location: Rm 201C

 Bitmap Indexes for Relational XML Twig Query Processing
 Kyong-Ha Lee, Bongki Moon

 Answering XML Queries Using Materialized Views Revisited
 Xiaoying Wu, Dimitri Theodoratos, Wendy Hui Wang

 A Query Language for Analyzing Networks
 Anton Dries, Siegfried Nijssen, Luc De Raedt

 Probabilistic Models for Topic Learning from Images and Captions in  
 Online Biomedical Literatures
 Xin Chen, Caimei Lu, Yuan An, Palakorn Achananuparp

 Learning to Rank with a Novel Kernel Perceptron Method
 Xue-wen Chen, Haixun Wang, Xiaotong Lin 

3D - KM Track - Semantic Techniques and Applications 
(Session Chair: Evgeniy Gabrilovich, Yahoo! Research) 
Location: RM 204

 Towards a Universal Wordnet by Learning from Combined Evidence
 Gerard de Melo, Gerhard Weikum

 Event Detection from Flickr Data through Wavelet-based Spatial Analysis
 Ling Chen, Abhishek Roy

 A Semantic Recommender Framework for Traditional Chinese Medicine  
 Book Search Engine
 Shi Shaomin, Wei Baogang, Yang Yan

 Interactive, Topic-based Visual Text Summarization and Analysis
 Shixia Liu, Michelle Zhou, Shimei Pan, Weihong Qian, Weijia Cai,   
 Xiaoxiao Lian

Sessions Tuesday, Nov 3
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Sessions Wednesday, Nov 4

Poster Boaster Session
Wednesday, Nov 4, 9:30-9:45

Poster Boaster 
Location: Rm 201
KM: Wesley Chu
DB: Xiaohua Hu
IR: Jimmy Lin

Keynote 2
Wednesday, Nov 4, 8:30-9:30

Keynote 2 
Location: Rm 201
Dr. Edward Chang : 
Confucius and “its” Intelligent Disciples 
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Session 4
Wednesday, Nov 4, 10:10-12:00

4A - KM Track - Graph Mining (Session Chair: Michael Lyu, CUHK) 
Location: Rm 201A

 P-Rank: A Comprehensive Structural Similarity Measure over 
 Information Networks
 Peixiang Zhao, Han Jiawei, Yizhou Sun

 Independent Informative Subgraph Mining for Graph 
 Information Retrieval
 Bingjun Sun, Prasenjit Mitra, C. Lee Giles

 Graph Classifi cation Based on Pattern Co-occurrence
 Nin Jin, Calvin Young, Wei Wang

 Frequent Subgraph Pattern Mining on Uncertain Graph Data
 Zhaonian Zou, Jianzhong Li, Hong Gao, Shuo Zhang

 L2 Norm Regularized Feature Kernel Regression For Graph Data
 Hongliang Fei, Luke Huan

4B - IR Track - Evaluation 
(Session Chair: Kalervo Jarvelin, University of Tampere) 
Location: Rm 201B  

 Improvements That Don’t Add Up: Ad-Hoc Retrieval Results Since 1998
 Timothy Armstrong, Alistair Moffat, William Webber, Justin Zobel

 Empirical Justifi cation of the Gain and Discount Function for nDCG
 Evangelos Kanoulas, Javed Aslam

 Expected Reciprocal Rank for Graded Relevance
 Olivier Chapelle, Donald Metzler, Ya Zhang, Pierre Grinspan

 Usage Based Effectiveness Measures     
 Leif Azzopardi

 Post-Rank Reordering: Resolving Preference Misalignments between  
 Search Engines and End Users
 Chao Liu

Sessions Wednesday, Nov 4
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4C - DB Track - Information Integration, Data Provenance, Probabilistic 
Databases (Session Chair: Nikos Mamoulis, HKU)
Location: Rm 201C

 Probabilistic Skyline Queries
 Christian Boehm, Frank Fiedler, Annahita Oswald, Claudia Plant, 
 Bianca Wackersreuther

 Density-based Clustering using Graphics Processors
 Christian Boehm, Robert Noll, Claudia Plant, Bianca Wackersreuther

 Scalable Continuous Range Monitoring of Moving Objects in Symbolic  
 Indoor Space
 Bin Yang, Hua Lu, Christian S. Jensen

 Provenance Query Evaluation: What’s so special about it? 
 Anastasios Kementsietsidis, Min Wang

 Navigational Path Privacy Protection
 Ken C.K. Lee, Wang-chien Lee, Hong Va Leong, Baihua Zheng

4D - Industry Track - Information Retrieval 
(Session Chair: Anupam Joshi, University of Maryland, Baltimore County) 
Location: Rm 204

 Automatic Retrieval of Similar Content Using Search Engine 
 Query Interface
 Ali Dasdan, Paolo D’Alberto, Chris Drome, Santanu Kolay

 Mashup-based Information Retrieval for Domain Experts
 Anand Ranganathan, Anton Riabov, Octavian Udrea

 A Study of Information Retrieval on Accumulative Social Descriptions  
 using the Generation Features
 Lichun, Yang, Shengliang Xu, Shenghua Bao, Dingyi Han, Zhong Su, Yong Yu

 iMecho: An Associative Memory Based Desktop Search System
 Jidong Chen, Hang Guo, Wentao Wu, Wei Wang

 Product Query Classifi cation
 Dou Shen

Sessions Wednesday, Nov 4
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Session 5
Wednesday, Nov 4, 13:40-15:30

5A - KM Track - Information Filtering and Recommender Systems 
(Session Chair: Ben Kao, HKU) 
Location: RM 201A

 Learning to Recommend Questions Based on User Ratings
 Ke Sun, Cao Yunbo, Xinying Song, Chin-Yew Lin, Song Young-In,   
 Xiaolong Wang

 Probabilistic Latent Preference Analysis for Collaborative Filtering
 Nathan Liu, Min Zhao, Qiang Yang

 Semi-Nonnegative Matrix Factorization with Global Statistical   
 Consistency for Collaborative Filtering
 Hao Ma, Haixuan Yang, Irwin King, Michael Lyu

 Voting in Social Networks
 Paolo Boldi, Francesco Bonchi, Carlos Castillo, Sebastiano Vigna

 User-induced Links in Collaborative Tagging Systems
 Ching Man Au Yeung, Nicholas Gibbins, Nigel Shadbol

5B - IR Track - Ranking and Retrieval Models I 
(Session Chair: Torsten Suel, Polytechnic Institute of NYU) 
Location: Rm 201B  

 A Signal-to-Noise Approach to Score Normalization
 Avi Arampatzis, Jaap Kamps

 Nonlinear Static-Rank Computation
 Shuming Shi, Bin Lu, Yunxiao Ma, Ji-Rong Wen

 A General Magnitude-Preserving Boosting Algorithm for Search Ranking
 Chenguang Zhu, Weizhu Chen, Zeyuan Zhu, Gang Wang

 Learning to Rank from Bayesian Decision Inference
 Jen-Wei Kuo, Pu-Jen Cheng, Hsin-Min Wang

 Reducing the Risk of Query Expansion via Robust 
 Constrained Optimization
 Kevyn Collins-Thompson

Sessions Wednesday, Nov 4
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5C - DB Track - Streams, Network Databases 
(Session Chair: Raymond Wong, HKUST) 
Location: Rm 201C

 A Code Generation Approach to Optimizing High-Performance   
 Distributed Data Stream Processing
 Bugra Gedik, Henrique Andrade, Kun-Lung Wu

 Effi cient Join Processing on Uncertain Data Streams
 Xiang Lian, Lei Chen

 Fast Shortest Path Distance Estimation in Large Networks
 Michalis Potamias, Francesco Bonchi, Carlos Castillo, Aristides Gionis

 Evaluating Top-k Queries over Incomplete Data Streams
 Haghani Parisa, Sebastian Michel, Karl Aberer

 Mining Data Streams with Periodically Changing Distributions
 Yingying Tao, Tamer Ozsu

5D - Panel - Information extraction meets relational databases: Where are we 
heading? (Panel Chair: Davood Rafi ei, University of Alberta) 
Location: RM 204

 Web Information Retrieval
 Andrei Broder (Yahoo Inc., USA)

 Data Mining and Collaborative Filtering
 Edward Chang (Google Inc., China)

 Natural Language Processing and Text Mining
 Patrick Pantel (Yahoo Inc., USA)

 Relational Databases
 Davood Rafi ei (University of Alberta, Canada)

Sessions Wednesday, Nov 4
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Poster Boaster Session
Thursday, Nov 5, 9:30-9:45

Poster Boaster 
Location: Rm 201
KM: Wesley Chu
DB: Xiaohua Hu
IR: Jimmy Lin

Session 6
Thursday, Nov 5, 10:10-12:00

6A - KM Track - Classifi cation and Clustering I
(Session Chair: Joost Kok, Leiden University) 
Location: Rm 201A

 Clustering Web Queries
 John Whissell, Charles Clarke, Azin Ashkan

 Evidence of Quality of Textual Features on the Web 2.0
 Figueiredo Flavio, Belém Fabiano, Henrique Pinto, David Fernandes,   
 Jussara Almeida, Marcos Gonçalves, Edleno Moura, Marco Cristo

 Exploiting Internal and External Semantics for the Clustering of Short  
 Texts Using World Knowledge
 Xia Hu, Nan Sun, Chao Zhang, Tat-Seng Chua

 SELC: A Self-Supervised Model for Sentiment Classifi cation
 Likun Qiu, Weishi Zhang, Changjian Hu, Kai Zhao

 Graph-based Transfer Learning
 Jingrui He, Yan Liu, Richard Lawrence

Sessions Thursday, Nov 5

Keynote 3
Thursday, Nov 5, 8:30-9:30

Keynote 3 
Location: Rm 201
Prof. Clement Yu: 
Advanced Metasearch Engines 
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6B - IR Track - Domain-Specifi c Retrieval II 
(Session Chair: ChengXiang Zhai, University of Illinois at Urbana-Champaign) 
Location: Rm 201B  

 A Unifi ed Relevance Model for Opinion Retrieval
 Xuanjing Huang, Bruce Croft

 Detecting Topic Evolution in Scientifi c Literature: 
 How Can Citations Help? 
 Qi He, Bi Chen, Jian Pei, Baojun Qiu, Prasenjit Mitra, C. Lee Giles

 Effi cient Information Retrieval in Mobile Peer-to-Peer Networks
 Lijiang Chen, Cui Bin, Heng Tao Shen, Wei Lu, Xiaofang Zhou

 Language-model-based Ranking for Queries on RDF-Graphs
 Shady Elbassuoni, Maya Ramanath, Ralf Schenkel, Marcin Sydow,   
 Gerhard Weikum

 Heterogeneous Cross Domain Ranking in Latent Space
 Bo Wang, Jie Tang, Wei Fan, Songcan Chen, Yanzhu Liu

6C - DB Track - Data Warehousing and OLAP 
(Session Chair: Xiaofeng Meng, Renmin University) 
Location: Rm 201C

 Supporting Ranking Pattern-Based Aggregate Queries in Sequence 
 Data Cubes
 Chun-Kit Chui, Eric Lo, Ben Kao, Wai-Shing Ho

 Fuzzy Semantic Web Ontology Learning from Fuzzy UML Model
 Fu Zhang, Z. M. Ma, Jingwei Cheng, Xiangfu Meng

 Effi cient Joins with Compressed Bitmap Indexes
 Kamesh Madduri, Kesheng Wu

 A Framework for Semantic Link Discovery over Relational Data
 Oktie Hassanzadeh, Anastasios Kementsietsidis, Lipyeow Lim, 
 Renee J. Miller, Min Wang

 POkA : Identifying Pareto-Optimal k-Anonymous Nodes in a Domain  
 Hierarchy Lattice
 Rinku Dewri, Indrajit Ray, Indrakshi Ray, Darrell Whitley

Sessions  Thursday, Nov 5
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6D - Industry Track - Data Mining framework and applications 
(Session Chair: Sanjay Madria, University of Missouri-Rolla) 
Location: Rm 204

 Practical Lessons of Data Mining at Yahoo! 
 Ye Chen, Dmitry Pavlov, Pavel Berkhin, Aparna Seetharaman, Albert Meltzer

 Domain Driven Data Mining to Improve Promotional Campaign ROI and  
 Select Marketing Channels
 Thomas Piton, Julien Blanchard, Henri Briand, Fabrice Guillet

 Framework for Timely and Accurate Ads on Mobile Devices
 Alex Penev, Raymond K. Wong

 Improving Web Page Classifi cation by Label-propagation over 
 Click Graphs
 Soo-Min Kim, Patrick Pantel, Lei Duan, Scott Gaffney

 Product Feature Categorization with Multilevel Latent 
 Semantic Association
 Honglei Guo, Huijia Zhu, Zhili Guo, Zhang Xiaoxun, Zhong Su

Session 7
Thursday, Nov 5, 13:45-15:15

7A - KM Track - Link Analysis and Social Computing 
(Session Chair: Irwin King, CUHK) 
Location: Rm 201A

 Completing Wikipedia’s Hyperlink Structure through 
 Dimensionality Reduction
 Robert West, Joelle Pineau, Doina Precup

 Scalable Learning of Collective Behavior Based on Sparse 
 Social Dimensions
 Lei Tang, Huan Liu

 Blog Cascade Affi nity: Analysis and Prediction
 Sourav S Bhowmick, Hui Li, Aixin Sun

 Socializing or Knowledge Sharing? Characterizing Social Intent in   
 Community Question Answering
 Eduarda Mendes Rodrigues, Natasa Milic-Frayling

Sessions Thursday, Nov 5
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7B - KM Track - Data Summarization 
(Session Chair: Panos Vassiliadis, University of Loannina) 
Location: Rm 201B 

 Time Sequence Summarization to Scale Up Chronology-
 dependent Applications
 Quang-Khai Pham, Guillaume Raschia, Regis Saint-Paul, 
 Boualem Benatallah, Noureddine Mouaddib

 Compressing Tags to Find Interesting Media Groups
 Matthijs van Leeuwen, Francesco Bonchi, Börkur Sigurbjörnsson, Arno Siebes

 Effi cient Feature Weighting Methods for Ranking
 Hwanjo Yu, Jinoh Oh, Wook-Shin Han

 Fast and Effective Histogram Construction
 Felix Halim, Panagiotis Karras, Roland Yap

7C - Industry Track - Data and Query Similarity 
(Session Chair: Youngja Park, IBM Research - Watson) 
Location: Rm 201C

 Characterizing, Constructing and Managing Resource Usage Profi les of  
 System S Applications: Challenges and Experience
 Sujay Parekh, Deepak Rajan, Kirsten Hildrum, Joel Wolf, Kun-Lung Wu

 Generating SQL/XML Query and Update Statements
 Matthias Nicola, Tim Kiefer

 A System for Detecting XML Similarity in Content and Structure Using  
 Relational Database
 Sanjay Madria, Waraporn Viyanon

 Characteristics of Document Similarity Measures for 
 Compliance Analysis
 Asad Sayeed, Soumitra Sarkar, Yu Deng, Rafah Hosn, Ruchi Mahindru,  
 Nithya Rajamani

Sessions  Thursday, Nov 5
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Session 8
Thursday, Nov 5, 15:40-17:30

8A - IR Track - Personalization and Social Search II 
(Session Chair: Avi Arampatzis, University of Amsterdam) 
Location: RM 201A

 PQC: Personalized Query Classifi cation
 Bin Cao

 Personalized Social Search Based on the User’s Social Network
 David Carmel, Naama Zwerdling, Ido Guy, Shila Ofek-Koifman, 
 Nadav Har’el, Inbal Ronen, Erel Uziel, Sivan Yogev, Sergey Chernov

 Beyond Hyperlinks: Organizing Information Footprints in Search Logs to  
 Support Effective Browsing
 Wang Xuanhui, ChengXiang Zhai

 A Social Recommendation Framework Based on Multi-scale Continuous  
 Conditional Random Fields
 Xin Xin, Hongbo Deng, Irwin King, Michael Lyu

 Enhancing Recommender Systems under Volatile User Interest Drifts
 Jie Yang, Enhong Chen, Huanhuan Cao, Hui Xiong

8B - IR Track - Ranking and Retrieval Models II 
(Session Chair: Kevyn Collins-Thompson, Microsoft Research ) 
Location: Rm 201B  

 A Term Dependency-Based Approach for Query Terms Ranking
 Chia-Jung Lee, Ruey-Cheng Chen, Pu-Jen Cheng

 Classifi cation-Based Resource Selection
 Jaime Arguello, Jamie Callan, Fernando Diaz

 Probabilistic Models of Ranking Novel Documents for Faceted 
 Topic Retrieval
 Ben Carterette, Praveen Chandar

 Retrieval Experiments using Pseudo-Desktop Collections
 Jinyoung Kim, Bruce Croft

 Incident Threading for News Passages
 Ao Feng, James Allan

Sessions Thursday, Nov 5
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8C - KM Track - Classifi cation and Clustering II
(Session Chair: Clement Yu, University of Illinois at Chicago) 
Location: Rm 201C

 Detection of Orthogonal Concepts in Subspaces of High 
 Dimensional Data
 Stephan Günnemann, Emmanuel Müller, Ines Färber, Thomas Seidl

 Large Margin Transductive Transfer Learning
 Quanz Brian, Luke Huan

 Subspace Maximum Margin Clustering
 Gu Quanquan, Jie Zhou

 A Risk Minimization Framework for Domain Adaptation
 Bo Long, Sudarshan Lamkhede, Srinivas Vadrevu, Ya Zhang, Belle Tseng

8D - Industry Track - Call and Web Center, E-Commerce related Technologies 
(Session Chair: Mukesh Mohania, IBM Research - India) 
Location: Rm 204

 ExSearch: A Novel Vertical Search Engine for Online Barter Business
 Lei JI, Jun Yan, Ning Liu

 iLoc: A Framework for Incremental Location-State Acquisition and   
 Prediction based on Mobile Sensors
 Ma Yiming

 Predicting the Conversion Probability for Items on C2C 
 Ecommerce Sites
 Xiaoyuan Wu, Alvaro Bolivar

 Towards Real-Time Measurement of Customer Satisfaction Using   
 Automatically Generated Call Transcripts
 Youngja Park, Stephen Gates

 ROSE: Retail Outlet Site Evaluation by Learning with both Sample and  
 Feature Preference
 Bin Zhang, Shouchun Chen, Ming Xie, Li Xia, Wenjun Yin, Jin Dong

Sessions  Thursday, Nov 5
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Poster Rules

When to be there
This year, we group posters into 8 sessions according to their tracks, namely DB, KM 
and IR tracks. There will be 8 poster sessions each of which has 18-22 posters. Each 
session lasts for 1.5 hours. The 8 poster sessions are shown as follows: 

Session 1 (DB): 3 Nov (Tue) 10:10-11:40• 
Session 2 (DB): 3 Nov (Tue) 13:45-15:15• 
Session 3 (IR): 3 Nov (Tue) 15:40-17:10• 
Session 4 (KM): 4 Nov (Wed) 10:10-11:40• 
Session 5 (KM): 4 Nov (Wed) 13:45-15:15• 
Session 6 (IR): 5 Nov (Thu) 10:10-11:40• 
Session 7 (IR): 5 Nov (Thu) 13:45-15:15• 
Session 8 (IR): 5 Nov (Thu) 15:40-17:10• 

Each day there will be a poster boaster session that will form part of the morning 
plenary session. A synopsis of posters for that day will be presented.

Set up
The poster room is Rm 205. Please set up your poster 15 minutes earlier before your 
session starts. 

Tear down
Please take down your posters after your session ends.

Whom to contact with questions
Student assistants will be available in the poster room. 
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Poster Session 1 (DB) Tuesday, Nov, 3 10:10-11:40
Location: Rm 205

S1-1. 3SE: A Semi-Structured Search Engine for Heterogeneous Data in 
 Graph Model
 Ming Zhong, Mengchi Liu

S1-2. Minimal Common Container of Tree Patterns 
 Junhu Wang, Jeffrey Yu, Chaoyi Pang, Chengfei Liu

S1-3. Probabilistic Moving Range Query over RFID Spatio-temporal 
 Data Streams
 Yu Gu, Ge Yu, Na Guo, Yueguo Chen

S1-4. Suffi x Trees for Very Large Genomic Sequences 
 Marina Barsky, Ulrike Stege, Alex Thomo, Chris Upton

S1-5. Discovering Matching Dependencies 
 Shaoxu Song, Lei Chen

S1-6. Workload-aware Trie Indices for XML 
 Yuqing Wu, Sofi a Brenes, Hyungdae Yi

S1-7. Rank-Aware Clustering of Structured Datasets 
 Julia Stoyanovich, Sihem Amer-Yahia

S1-8. Group-by Skyline Query Processing in Relational Engine 
 Ming-Hay Luk, Man Lung Yiu, Eric Lo

S1-9. Supporting Context-based Query in Personal DataSpace 
 Yukun Li, Xiaofeng Meng

S1-10. Walking in the Crowd: Anonymizing Trajectory Data for Pattern Analysis 
 Noman Mohammed, Benjamin Fung, Mourad Debbabi

S1-11. Progressive Skyline Query Evaluation and Maintenance in Wireless  
 Sensor Networks  
 Baichen Chen, Weifa Liang, Jeffrey Yu

S1-12. Incremental Similarity Joins with Edit Distance Constraints
 Dongbo Dai, Yun Xiong, Yangyong Zhu

S1-13. Structure-Aware Indexing for Keyword Search in Databases 
 Guoliang Li, Jianhua Feng, Jianyong Wang
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Poster Session 2 (DB) Tuesday, Nov 3, 13:45-15:15
Location: Rm 205

S2-1. Matching Stream Patterns of Various Lengths and Tolerances 
 Huanliang Sun, Ke Deng, Fanyu Meng

S2-2. Effi cient Processing of Group-Oriented Connection Queries in a 
 Large Graph
 James Cheng, Yiping Ke, Wilfred Ng

S2-3. Dynamic In-Page Logging for Flash-Aware B-Tree Index 
 Gap-Joo Na, Sang-Won Lee, Bongki Moon

S2-4. Multidimensional Routing Indices for Effi cient Distributed 
 Query Processing
 Christos Doulkeridis, Akrivi Vlachou, Kjetil Norvag, Yannis Kotidis, 
 Michalis Vazirgiannis

S2-5. Cluster based Rank Query over Multidimensional Data Streams 
 Dengcheng He, Yongluan Zhou, Lidan Shou, Gang Chen

S2-6. Online Anonymity for Personalized Web Services 
 Yabo Xu, Guoliang Yang, Ke Wang, Ada Fu

S2-7. Towards Non-Directional XPath Evaluation in a RDBMS 
 Sourav S Bhowmick, Zhifeng Ng, Curtis Dyreson, Erwin Leonardi

S1-14. RS-Wrapper: Random Write Optimization for Solid State Drive 
 Da Zhou

S1-15. Label Correspondence Learning for Part-of-Speech 
 Annotation Transformation
 Muhua Zhu, Jingbo Zhu

S1-16. Effective Anonymization of Query Logs 
 Yuan Hong, Xiaoyun He, Jaideep Vaidya, Nabil Adam, Vijayalakshmi Atluri

S1-17. A Framework for Safely Publishing Communication Traces 
 Abhinav Parate, Gerome Miklau

S1-18. Diverging Patterns: Discovering Signifi cant Frequency Change
 Dissimilarities in Large Databases 
 Aijun An, Qian Wan, Jiashu Zhao and Xiangji Huang 
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Poster Session 3 (IR) Tuesday, Nov 3, 15:40-17:10
Location: Rm 205

S2-8. Semantic Queries in Databases: Problems and Challenges 
 Lipyeow Lim, Haixun Wang, Min Wang

S2-9. Inverted Indexes vs. Bitmap Indexes in Decision Support Systems 
 Truls Bjørklund, Nils Grimsmo, Johannes Gehrke, Øystein Torbjørnsen

S2-10. Scalable indexing of RDF graphs for effi cient join processing 
 George Fletcher, Peter Beck

S2-11. Privacy without Noise 
 Yitao Duan

S2-12. Mining Frequent Itemsets in Time-Varying Data Streams 
 Yingying Tao, Tamer Ozsu

S2-13. The Gardener’s Problem for Web Information Monitoring 
 Byron Gao, Mingji Xia

S2-14. Extraction of a Latent Blog Community Based on Subject
 Seok-Ho Yoon, Jung-Hwan Shin, Sang-Wook Kim, Sunju Park, Jae Bum Lee

S2-15. Context-Sensitive Document Ranking 
 Lijun Chang, Jeffrey Yu, Lu Qin

S2-16. Yet Another Matcher 
 Fabien Duchateau, Remi Coletta, Zohra Bellahsene, Renee J. Miller

S2-17. Injecting Purpose and Trust into Data Anonymisation 
 Xiaoxun Sun

S2-18. Exploit the Tripartite Network of Social Tagging for Web Clustering 
 Caimei Lu, Xin Chen

S3-1. Multi-Task Learning for Learning to Rank in Web Search
 Jing Bai, Ke Zhou, Hongyuan Zha, Belle Tseng, Zhaohui Zheng, Yi Chang

S3-2. Text Segmentation via Topic Modeling: An Analytical Study
 Hemant Misra, Francois Yvon, Joemon Jose, Olivier Cappe
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S3-3. iRANK: An Interactive Ranking Framework and Its Application in Query- 
 Focused Summarization
 Furu Wei, Wenjie Li, Yanxiang He

S3-4. Adaptive Web Mining of Bilingual Lexicons for Cross Language   
 Information Retrieval
 Lei Shi

S3-5. Similarity-aware indexing for real-time entity resolution
 Peter Christen, Ross Gayler, David Hawking

S3-6. Clustering Queries for Better Document Ranking
 Yi Liu, Liangjie Zhang, Ruihua Song, Jian-Yun Nie, Ji-Rong Wen

S3-7. Effective and Effi cient Structured Retrieval
 Le Zhao, Jamie Callan

S3-8. Who Tags the Tags? 
 David Carmel, Haggai Roitman, Elad Yom-Tov

S3-9. Web Search Result Summarization: Title Selection Algorithms and 
 User Satisfaction
 Tapas Kanungo, Nadia Ghamrawi Vase, Ki Kim, Lawrence Wai

S3-10. Context Sensitive Synonym Discovery for Web Search Queries
 Xing Wei, Fuchun Peng, Huihsin Tseng, Yumao Lu, Benoit Dumoulin

S3-11. Text Summarization Model based on the Budgeted Median Problem
 Hiroya Takamura, Manabu Okumura

S3-12. Instance- and Bag-Level Manifold Regularization for Aggregate 
 Outputs Classifi cation
 Shuo Chen, Bin Liu, Mingjie Qian, Changshui Zhang

S3-13. Utilizing inter-passage and inter-document similarities for re-ranking  
 search results
 Eyal Krikon, Oren Kurland, Michael Bendersky

S3-14. On Domain Similarity and Effectiveness of Adapting-to-Rank
 Chen Keke , Jing Bai, Srihari Reddy, Belle Tseng

S3-15. An Effective Model of Using Negative Relevance Feedback for   
 Information Filtering
 Abdulmohsen Algarni, Yuefeng Li, Yue Xu
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S3-16. Topic Analysis for Topic-Focused Multi-Document Summarization
 Xiaojun Wan

S3-17. MatchSim: A Novel Neighbor-based Similarity Measure with Maximum  
 Neighborhood Matching
 Zhenjiang Lin, Michael Lyu, Irwin King

S3-18. Using Opinion-based Features to Boost Sentence Retrieval 
 Ronald T. Fernández, David Losada

S3-19. Exploring Multimedia Databases via Optimization-Based Relevance  
 Feedback and the Earth Mover’s Distance
 Marc Wichterich, Christian Beecks, Martin Sundermeyer, Thomas Seidl

S3-20. A Hybrid Index Structure for Geo-Textual Searches 
 Richard Goebel, Andreas Henrich, Raik Niemann, Daniel Blank

S3-21. Feature Engineering on Event-centric Surrogate Documents to Improve  
 Search Results 
 Wenhui Liao, Isabelle Moulinier

S4-1. Clustering Object Moving Patterns for Prediction-based Object Tracking  
 Sensor Networks 
 Chih-Chieh Hung

S4-2. Exploiting Term Relationship To Boost Text Classifi cation 
 Dou Shen, Qiang Yang

S4-3. Consistent On-Line Classifi cation of DBS Workload Events 
 Marc Holze, Claas Gaidies, Norbert Ritter

S4-4. Automatic Web Data Extraction Using Tree Alignment 
 Yingju Xia, Hao Yu

S4-5. LoOP: Local Outlier Probabilities 
 Hans-Peter Kriegel, Peer Kröger, Erich Schubert, Arthur Zimek

S4-6. MING: Mining Informative Entity Relationship Subgraphs 
 Gjergji Kasneci, Shady Elbassuoni, Gerhard Weikum

S4-7. Experiments on Pattern-based Relation Learning 
 Willy Yap, Timothy Baldwin

Poster Session 4 (KM) Wednesday, Nov 4, 10:10-11:40
Location: Rm 205
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S4-8. Identifying Comparable Entities on the Web 
 Alpa Jain, Patrick Pantel

S4-9. Effi cient Multi-class Unlabeled Constrained Semi-supervised SVM
 Mingjie Qian, Feiping Nie, Changshui Zhang

S4-10. Modeling Context-Dependent Information 
 Jie Hu, Mengchi Liu

S4-11. iPoG: Fast Interactive Proximity Querying on Graphs 
 Hanghang Tong, Huiming Qu, Hani Jamjoom, Christos Faloutsos

S4-12. Using Domain Ontology for Semantic Web Usage Mining and Next 
 Page Prediction 
 Nizar Mabroukeh, Christie Ezeife

S4-13. Using Negative Voting to Diversify Answers in Non-Factoid 
 Question Answering
 Palakorn Achananuparp, Christopher C. Yang, Xin Chen

S4-14. A fast and simple method for extracting relevant content from 
 news webpages
 Críston de Souza, Eduardo Laber, Iam Jabour, Evelin Amorim,
 Eduardo Cardoso, Raúl Rentería, Lúcio Tinoco, Caio Dias

S4-15. Real-Word Spelling Correction using Google Web 1T n-gram Dataset
 Aminul Islam, Diana Inkpen

S4-16. Acronym Extraction and Disambiguation in Large-scale Organizational  
 Web Pages 
 Shicong Feng, Yuhong Xiong, Conglei Yao, Liwei Zheng, Wei Liu

S4-17. Constrained Multi-Aspect Expertise Matching for Committee 
 Review Assignment
 Maryam Karimzadehgan, ChengXiang Zhai

S4-18. Automatic Link Detection: A Sequence Labeling Approach
 James Gardner, Li Xiong

S4-19. MagicCube: choosing the best snippet for each aspect of an entity 
 Yexin Wang, Li Zhao, Yan Zhang

S4-20. Mining and Ranking Streams of News Stories using Cross-Stream   
 Sequential Patterns 
 Robert Gwadera, Fabio Crestani
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S4-21. Mining Tourist Information from User-Supplied Collections 
 Adrian Popescu, Gregory Grefenstette, Pierre-Alain Moëllic

S4-22. Cross-Domain Sentiment Classifi cation using a Two-Stage Method
 Kang Liu, Jun Zhao

S5-1. Kernel Latent Semantic Analysis using an Information Retrieval 
 based Kernel 
 Laurence Park, Kotagiri Ramamohanarao

S5-2. The Impact of Document Structure on Keyphrase Extraction 
 Katja Hofmann, Manos Tsagkias, Edgar Meij, Maarten de Rijke

S5-3. XCFS   An XML Documents Clustering Approach using both the   
 Structure and the Content  
 Sangeetha kutty, Richi Nayak, Yuefeng Li

S5-4. Enhancing Expertise Retrieval Using Community-aware Strategies 
 Hongbo Deng, Irwin King, Michael Lyu

S5-5. Combining Labeled and Unlabeled Data with Word-Class 
 Distribution Learning 
 Yanjun Qi, Ronan Collobert, Pavel P. Kuksa, Koray Kavukcuoglu, 
 Jason Weston

S5-6. Finding the Topical Anchors of a Context using Lexical 
 Cooccurrence Data
 Aditya Rachakonda, Srinath Srinivasa

S5-7. Vetting the Links of the Web 
 Na Dai, Brian Davison

S5-8. Building Domain-oriented Sentiment Lexicon by Improved 
 Information Bottleneck 
 Weifu Du, Songbo Tan

S5-9. Agglomerating Local Patterns Hierarchically with Alpha 
 Loïc Cerf, Pierre-Nicolas Mougel, Jean-Francois Boulicaut

S5-10. Topic and Keyword Re-ranking for LDA-based Topic Modeling
 Yangqiu Song, Shimei Pan, Shixia Liu, Michelle Zhou, Weihong Qian

Poster Session 5 (KM) Wednesday, Nov 4, 13:45-15:15
Location: Rm 205
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S5-11. Spatio-Temporal Association Rule Mining Framework for Real-time   
 Sensor Network Applications
 Hamed Chok, Le Gruenwald

S5-12. Predicting the Volume of Comments on Online News Stories
 Manos Tsagkias, Wouter Weerkamp, Maarten de Rijke

S5-13. ComprehEnRank: Estimating Comprehension in Classroom by   
 Absorbing Random Walks on a Cognitive Graph
 Nimit Pattanasri, Masayuki Mukunoki, Michihiko Minoh

S5-14. Interpretable and Reconfi gurable Clustering of Document Datasets by  
 Deriving Word-based Rules
 Vipin Balachandran, Deepak P, Deepak Khemani

S5-15. CAOFES: An Ontological Framework for Web Service Retrieval
 Sourish Dasgupta, Yugyung Lee

S5-16. Active Learning in Partially Supervised Classifi cation
 Priyanka Garg, Sundararajan Sellamanickam

S5-17. Identifying Interesting Assertions from the Web
 Thomas Lin, Oren Etzioni, James Fogarty

S5-18. Opinion Classifi cation with Tree Kernel SVM Using Linguistic 
 Modality Analysis
 Takeshi Kobayakawa, Tadashi Kumano, Hideki Tanaka, Naoaki Okazaki,  
 Jin-Dong Kim, Junichi Tsujii

S5-19. Fragment-based Clustering Ensembles
 Ou Wu, Weiming Hu

S5-20. Multi-Aspect Opinion Polling from Textual Reviews
 Zhu Jingbo, Muhua Zhu, Wang Huizhen, Tsou Benjamin

S5-21. Blogger-Centric Contextual Advertising
 Teng-Kai Fan, Chia-Hui Chang

S5-22. A Co-Classifi cation Framework for Detecting Web Spam and Spammers  
 in Social Media Web Sites
 Chen Feilong, Tan Pang-Ning, Anil Jain
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S6-1. A Machine Learning Approach for Improved BM25 Retrieval 
 Krysta Svore, Christopher Burges

S6-2. Incremental Query Evaluation for Support Vector Machines 
 Danzhou Liu, Kien Hua

S6-4. To obtain orthogonal feature extraction using training data selection 
 Xu Ye, Shen Furao, Zhao Jinxi

S6-5. User Interests in Social Media Sites: An Exploration with Micro-blogs 
 Nilanjan Banerjee, Dipanjan Chakraborty, Koustuv Dasgupta, Anupam Joshi,  
 Seema Nagar, Angshu Rai, Sameer Madan

S6-6. The Effect of Negation on Sentiment Analysis and 
 Retrieval Effectiveness 
 Lifeng Jia, Clement Yu, Weiyi Meng

S6-7. Dynamic Hyperparameter Optimization for Bayesian Topical 
 Trend Analysis
 Tomonari Masada, Atsuhiro Takasu, Daiji Fukagawa, Tsuyoshi Hamada,   
 Yuichiro Shibata, Kiyoshi Oguri

S6-8. A General Markov Framework for Page Importance Computation 
 Bin Gao, Tie-Yan Liu, Zhiming Ma, Taifeng Wang, Hang Li

S6-9. Exploiting Bidirectional Links: Making Spamming Detection Easier 
 Yan Zhang, Qiancheng Jiang, Lei Zhang, Yizhen Zhu

S6-10. What’s Behind Topic Formation and Development: a Perspective of  
 Community Core Groups 
 Tieyun Qian, Qing Li, Liu Bing, Hui Xiong, Jaideep Srivastava

S6-11. Exploring Relevance for Clicks 
 Rongwei Cen, Yiqun Liu, Bo Zhou, Min Zhang, Liyun Ru, Shaoping Ma

S6-12. An Effi cient Clustering Algorithm for Large-scale Topical Web Pages 
 Lei Wang, Peng Chen, Lian’en Huang

S6-13. HyperSum: Hypergraph Based Semi-Supervised Sentence Ranking for  
 Query-Oriented Summarization
 Wei Wang, Furu Wei, Wenjie Li, Sujian Li

Poster Session 6 (IR) Thursday, Nov 5, 10:10-11:40
Location: Rm 205
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S6-14. Relying on Topic Subsets for System Ranking Estimation 
 Claudia Hauff, Djoerd Hiemstra, Leif Azzopardi, Franciska de Jong

S6-15. Improving Retrievability of Patents with Cluster-Based Pseudo-  
 Relevance Feedback Documents Selection
 Shariq Bashir, Andreas Rauber

S6-16. Learning from Past Queries for Resource Selection 
 Suleyman Cetintas, Luo Si, Hao Yuan

S6-17. Learning to Rank Graphs for Online Similar Graph Search 
 Bingjun Sun, Prasenjit Mitra, C. Lee Giles

S6-18. Matching Person Names through Name Transformation  
 Jun Gong, Lidan Wang, Douglas W. Oard

S6-19. Learning to Rank using Evolutionary Computation: Immune   
 Programming or Genetic Programming? 
 Shuaiqiang Wang, Jun Ma, Liu Jiming

S6-20. To Divide and Conquer Search Ranking by Learning Query Diffi culty
 Weizhu Chen

S6-21. Maximal Metric Margin Partitioning for Similarity Search Indexes 
 Hisashi Kurasawa, Daiji Fukagawa, Atsuhiro Takasu, Jun Adachi

Poster Session 7 (IR) Thursday, Nov 5, 13:45-15:15
Location: Rm 205

S7-1. What Makes Categories Diffi cult to Classify?  
 Aixin Sun, Ee-Peng Lim, Ying Liu

S7-2. A Comparative Study of Methods for Estimating Query Language Models  
 with Pseudo Feedback
 Yuanhua Lv, ChengXiang Zhai

S7-3. Translating Relevance Scores to Probabilities for Contextual Advertising
 Deepak Agarwal, Evgeniy Gabrilovich, Rob Hall, Vanja Josifovski, 
 Rajiv Khanna

S7-4. A Query Model Based on Normalized Log-Likelihood 
 Edgar Meij, Wouter Weerkamp, Maarten de Rijke
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S7-5. Online Community Search Using Thread Structure 
 Jangwon Seo, Bruce Croft, David A. Smith

S7-6. A Word Clustering Approach for Language Model-based Sentence   
 Retrieval in Question Answering Systems 
 Saeedeh Momtazi, Dietrich Klakow

S7-7. Pure Spreading Activation is Pointless 
 Michael Berthold, Ulrik Brandes, Tobias Koetter, Martin Mader, Uwe Nagel,  
 Kilian Thiel

S7-8. Collaborative Resource Discovery in Social Tagging Systems 
 Bin Bi, Lifeng Shang, Ben Kao

S7-9. Smoothing DCG for Learning to Rank: A Novel Approach Using   
 Smoothed Hinge Functions 
 Mingrui Wu, Yi Chang, Zhaohui Zheng, Hongyuan Zha

S7-10. A Collaborative Filtering Approach to Ad Recommendation using the  
 Query-Ad Click Graph 
 Tasos Anastasakos, Dustin Hillard, Sanjay Kshetramade, Raghavan Hema

S7-11. Pseudo Relevance Feedback using Semantic Clustering in Relevance  
 Language Model 
 Pu Qiang, Daqing He

S7-12. A Proactive Personalised Retrieval System 
 Desmond Elliott, Joemon Jose

S7-13. Data Extraction from the Web Using Wild Card Queries 
 Davood Rafi ei, Haobin Li

S7-14. Smoothing Document Language Model with Local Word Graph 
 Yunping Huang, Sun Le, Jian-Yun Nie, Zhe Wang

S7-15. Aging Effects on Query Flow Graphs for Query Suggestion 
 Ranieri Baraglia, Carlos Castillo, Debora Donato, Franco Maria Nardini,   
 Raffaele Perego, Fabrizio Silvestri

S7-16. Exploiting Query Views for Static Index Pruning in Web Search Engines 
 Ismail Altingovde, Rifat Ozcan, Ozgur Ulusoy

S7-17. Answer Typing for Information Retrieval 
 Christopher Pinchak, Davood Rafi ei, Dekang Lin
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S7-18. Exploring Path Query Results through Relevance Feedback
 Huiping Cao, Yan Qi, Kasim Selcuk Candan, Maria Luisa Sapino

S7-19. Comparative Document Summarization via Discriminative 
 Sentence Selection
 Dingding Wang, Shenghuo Zhu, Tao Li

S7-20. Graph-based Seed Selection for Web-scale Crawlers 
 Shuyi Zheng, Pavel Dmitriev, C. Lee Giles

S7-21. An Improved Feedback Approach Using Relevant Local Posts for Blog  
 Feed Retrieval 
 Yeha Lee, Seung-Hoon Na, Jong-Hyeok Lee

S8-1. Retrieval Constraints and Word Frequency Distributions: a Log-Logistic  
 Model for IR 
 Stephane Clinchant, Eric Gaussier

S8-2. A Scalable and Effective Full-Text Search in P2P Networks 
 Yosi Mass, Yehoshua Sagiv, Michal Shmueli-Scheuer

S8-3. The Infl uence of the Document Ranking in Expert Search 
 Craig Macdonald, Iadh Ounis

S8-4. URL Normalization for De-duplication of Web Pages
 Amit Agarwal, Hema Swetha Koppula, Krishna Leela Poola, 
 Krishna Prasad Chitrapura, Sachin Garg

S8-5. An Analysis Framework for Search Sequences 
 Qiaozhu Mei, Kristina Klinkner, Ravi Kumar, Andrew Tomkins

S8-6. Location Cache for Web Queries 
 Mauricio Marin, Marcelo Mendoza, Flavio Ferrarotti, Carlos Gomez-Pantoja,  
 Veronica Gil-Costa
S8-7. A Study of Selective Collection Enrichment for Enterprise Search 
 Jie Peng, Craig Macdonald, Ben He, Iadh Ounis

S8-8. Generating Synopses for Document-Element Search 
 Sumit Bhatia, Prasenjit Mitra, Shibamouli Lahiri

S8-9. Incorporating Robustness into Web Ranking Evaluation 
 Xin Li, Fan Li, Shihao Ji, Zhaohui Zheng, Yi Chang, Anlei Dong

Poster Session 8 (IR) Thursday, Nov 5, 15:40-17:10
Location: Rm 205
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S8-10. Finding Good Feedback Documents 
 Ben He, Iadh Ounis

S8-11. Ensembles in Adversarial Classifi cation 
 Deepak Chinavle, Pranam Kolari, Tim Oates, Tim Finin

S8-12. Improving Binary Classifi cation on Text Problems using Differential  
 Word Features 
 Justin Martineau, Tim Finin, Anupam Joshi, Shamit Patel

S8-13. Feature Selection for Ranking using Boosted Trees 
 Feng Pan, Tim Converse, David Ahn, Franco Salvetti, Gianluca Donato

S8-14. Evaluation of Methods for Relative Comparison of Retrieval Systems  
 Based on Clickthroughs
 He Jing, ChengXiang Zhai, Xiaoming Li

S8-15. Measuring System Performance and Topic Discernment using   
 Generalized Adaptive-Weight Mean 
 Chung Tong Lee, Vishwa Vinay, Eduarda Mendes Rodrigues, Gabriella Kazai,  
 Natasa Milic-Frayling, Aleksandar Ignjatovic

S8-16. Automatic Query Generation for Patent Search 
 Xiaobing Xue, Bruce Croft

S8-17. Boosting KNN Text Classifi cation Accuracy by using Supervised Term  
 Weighting Schemes 
 Iyad Batal, Milos Hauskrecht

S8-18. Multidimensional Political Spectrum Identifi cation and Analysis 
 Leilei Zhu, Prasenjit Mitra

S8-19. Automatic Generation of Topic Pages using Query-based Aspect Models
 Balasubramanian Niranjan, Cucerzan Silviu

S8-20. Interactive Relevance Feedback with Graded Relevance and Sentence  
 Extraction: Simulated User Experiments 
 Kalervo Jarvelin

S8-21. Easiest-First Search: Towards Comprehension-based Web Search 
 Makoto Nakatani, Adam Jatowt, Katsumi Tanaka

S8-22. Stochastic Gradient Boosted Distributed Decision Trees 
 Jerry Ye, Jyh-Herng Chow, Jiang Chen, Zhaohui Zheng
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Demonstration Program

Demo chairs: Lei Chen and Jinho Kim

Session 1: Stream data management and OLAP      
Tuesday, Nov 3, 10:10-12:00 Location: Rm 202

Session 2: Semantic Web, Information Extraction and Knowledge Management
Tuesday, Nov 3, 15:40-17:30 Location: Rm 202

 M-COPE: A Scalable Continuous Query Processing Engine
 Hong Kyu Park, Se Jung Shin, Sang Hyuck Na, Won Suk Lee

 DS-Cuber: An Integrated OLAP Environment for Data Streams
 Ho Jin Woo, Se Jung Shin, Woo Sock Yang, Won Suk Lee

 A novel Distributed P2P Simulator Architecture: D-P2P-Sim
 Spyros Sioutas, George Papaloukopoulos, Evangelos Sakkopoulos, 
 Kostas Tsichlas, Yannis Manolopoulos

 Demonstration of an RFID Middleware: LIT ALE Manager
 Wang Qiang, Wooseok Ryu, Soohan Kim, Bonghee Hong

 OLAP with UDFs in Digital Libraries
 Garcia-Alvarado Carlos, Zhibo Chen, Carlos Ordonez

 HDDBRS Middleware for Implementing Highly Available Distributed 
 Database Systems
 Rim Moussa

 OfCourse: Web Content Classifi cation, and Information Extraction for 
 Online Courses
 Ping Luo

 YAM: a Schema Matcher Factory
 Fabien Duchateau, Remi Coletta, Zohra Bellahsene, Renee J. Miller

 VRIFA: A Nonlinear SVM Visualization Tool using Nomogram and 
 LRBF Kernels
 Ngo Anh Vien, Nguyen Hoang Viet, Taechoong Chung, Hwanjo Yu, 
 Sungchul Kim, Baekhwan Cho
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Demonstration Program

 LuposDate: A Semantic Web Database System
 Jinghua Groppe, Sven Groppe, Andreas Schleifer, Volker Linnemann   

 XQGen - An Algebra-based XPath Query Generator For 
 Micro-Benchmarking
 Yuqing Wu, Namrata Lele, Rashmi Aroskar, Sharanya Chinnusamy

 SPIDER : A System for Scalable, Parallel / Distributed Evaluation of  
 large-scale RDF Data
 Hyunsik Choi, Jihoon Son, YongHyun Cho, Min Kyoung Sung, 
 Yon Dohn Chung

Session 3: Advanced Techniques and Applications 
Thursday, Nov 5, 10:10-12:00 Location: Rm 202

 AnchorWoman: Top-k structured Mobile Web search Engine
 Wookey Lee, James Jung-Hoon Lee, Young-Kuk Kim

 OSSOBOOK: Database and Knowledge Management Techniques 
 for Archaeozoology
 Peer Kröger, Hans-Peter Kriegel, Obermaier Henriette, Joris Peters, 
 Matthias Renz, Christiaan Hendrikus van der Meijden

 A Flexible Simulation Environment for Flash-aware Algorithms
 Peiquan Jin, Xuan Su, Zhi Li

 Helping People to Choose for Whom to Vote. A Web Information System  
 for the 2009 European Election
 Maarten Marx, Arjan Nusselder, Anne Schuth, Hendrike Peetz

 RSS Watchdog: An Instant Event Monitor on Real Online News Streams
 Chih-Lin Hu, Chung-Kuang Chou

 RefMed: Relevance Feedback Retrieval System for PubMed
 Hwanjo Yu, Jinoh Oh, Taehoon Kim, Ilhwan Ko, Sungchul Kim
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Session 4: XML Data Processing and System Architecture 
Thursday, Nov 5, 15:40-17:30 Location: Rm 202

 SOIRE - A Service-Oriented IR Evaluation Architecture
 Michael Dittenbach, Bernhard Pfl ugfelder, Andreas Pesenhofer,   
 Giovanna Roda, Helmut Berger

 MRM: An Adaptive Framework for XML Searching
 Ho Lam Lau, Wilfred Ng

 Effi cient and Reliable Merging of XML Documents
 Sebastian Rönnau, Geraint Philipp, Uwe M. Borghoff

 A Graphical Browser for XML Schema Documents
 Hyeokman Kim, Jihyeon Yeom

 Constructing Evolutionary Taxonomy of Collaborative Tagging Systems
 Junjie Yao, Yuxin Huang, Cui Bin

 ASIC: Algebra-based Structural Indices Comparison
 Yuqing Wu, Sofi a Brenes, Tejas Totade, Shijin Joshua, Dhaval Damani,   
 Michel Salim

Demonstration Program
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Panel
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Panel: Information extraction meets relational 
databases: Where are we heading? 
Wednesday, Nov 4, 13:40-15:30
Chair: Davood Rafi ei (University of Alberta, Canada)

Location: Rm 204

Information extraction from unstructured text has much in common with querying in 
databases systems. Despite some differences on how data is modeled or represented, 
the general goal remains the same, i.e. to retrieve data or tag elements that satisfy 
some user-specifi ed constraints. In recent years, the two paradigms have become 
much closer thanks to the large volume of data on the World Wide Web and the need 
for more automated search tools for information extraction and often the need for 
relating the extracted pieces. Several developments have contributed to the growth 
of the area including the work on named entity recognition (marked by MUC-6 and 
subsequent conferences) and natural language processing, Web information retrieval 
and mining, and Web query languages inspired by the query languages in the relational 
world. This panel explores the areas where the two paradigms overlap, the impacts and 
contributions they have had on each other and the areas that may be open for further 
research. 

The panel will bring together researchers who have worked in some established areas 
that closely relate to extracting structured information from unstructured text. In the fi rst 
(role-playing) round, each panelist will strongly take a side on where the intersection is 
heading, arguing that one area will subsume the other area in near future. In the sec-
ond round, the panelists will counter one or two others, pointing out the challenges that 
one area would be facing in subsuming the other and implications for future research 
directions.

Web Information Retrieval
Andrei Broder (Yahoo Inc., USA)

Data Mining and Collaborative Filtering
Edward Chang (Google Inc., China)

Natural Language Processing and Text Mining
Patrick Pantel (Yahoo Inc., USA)

Relational Databases
Davood Rafi ei (University of Alberta, Canada)
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Workshops
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Full Day WorkshopsMonday, November 2 and Friday, November 6

WIDM 2009: Eleventh International Workshop on Web Information and 
Data Management
Time: Monday, Nov 2, 8:45 - 17:45
Location: Rm 204
The objective of this workshop is to bring together researchers, industrial practitioners, 
and developers to study how the Web information can be extracted, stored, analyzed, 
and processed to provide useful knowledge to the end users for various advanced 
database and Web applications.

Chee-Yong Chan (National University of Singapore, Singapore), Prasenjit Mitra (The 
Pennsylvania State University, USA) 
Webpage: http://widm2009.ist.psu.edu

DOLAP 2009: ACM Twelfth International Workshop on Data Warehousing 
and OLAP
Time: Friday, Nov 6, 9:00 - 18:30
Location: Rm 201A
The DOLAP 2009 workshop aims to synergistically connect the research community 
and industry practitioners working in the areas of data warehousing and online 
analytical processing. It provides an international forum where both researchers and 
practitioners can share their fi ndings in theoretical foundations, current methodologies, 
and practical experiences.

Il-Yeol Song (Drexel University, USA) and Esteban Zimányi (Université Libre de 
Bruxelles, Belgium)
Webpage: http://cs.ulb.ac.be/conferences/dolap09

DTMBIO 2009: Third International Workshop on Data and Text Mining 
in Bioinformatics
Time: Friday, Nov 6, 8:30 - 17:15
Location: Rm 201B
The focus of this workshop is to bring together researchers from data and text 
mining and computational biology that want to integrate heterogeneous structured 
and unstructured data, and to better embed literature information into bioinformatics 
solutions.

General chairs: Doheon Lee (KAIST, Korea) and Russ Altman (Stanford, USA) 
Program chairs: Min Song (New Jersey Institute of Technology, USA) and Luke Huan 
(University of Kansas, USA)
Webpage: http://biosoft.kaist.ac.kr/dtmbio2009/home.html

57

November 2-6, 2009, Hong Kong, China



Full Day Workshops Monday, November 2 and Friday, November 6

TSA 2009: First International CIKM Workshop on Topic-Sentiment Analysis for 
Mass Opinion Measurement
Time: Friday, Nov 6, 9:00 - 17:30 
Location: Rm 202
This workshop seeks to bring together researchers in both computer science and social 
sciences who are interested in developing and using topic-sentiment analysis methods 
to measure mass opinion, and to foster communications between the research 
community and industry practitioners as well.

Bei Yu (Syracuse University, USA) and Maojin Jiang (Illinois Institute of Technology, 
USA)
Webpage: http://sites.google.com/site/tsa2009workshop

CNIKM 2009: Workshop on Complex Networks meet Information & 
Knowledge Management
Time: Friday, Nov 6, 09:00 - 17:30
Location: Rm 203
This workshop aims to bring together researchers across computer science and 
network science to foster discussion and exchange ideas about the application of 
complex networks theory in data management, information retrieval and knowledge 
discovery.

Jun Wang (University College London, England), Shi Zhou (University College London, 
England), and Dell Zhang (Birkbeck, University of London, England)
Webpage: http://www.dcs.bbk.ac.uk/~dell/cnikm09
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Morning Workshops

CloudDB 2009: First International Workshop on Cloud Data Management
Time: Monday, Nov 2, 8:30 - 12:30 
Location: Rm 205
The focus of this workshop is to bring together researchers and practitioners in cloud 
computing and data-intensive system design, programming, parallel algorithms, data 
management, scientifi c applications, and information-based applications to maximize 
performance, minimize cost and improve the scale of their endeavors.

Xiaofeng Meng (Renmin University of China, China), Haixun Wang (Microsoft Research 
Asia, China), and Ying Chen (IBM China Research Lab, China)
Webpage: http://www.clouddb.org/CloudDB09

PaIR 2009: Second International Workshop on Patent Information Retrieval
Time: Friday, Nov 6, 8:30-12:45
Location: Rm 204
The objective of the workshop is to provide a forum for Information Retrieval and 
Knowledge Management scientists as well as Patent Retrieval experts from industry to 
study the next generation of patent search tools.

John Tait (Information Retrieval Facility ,Austria), Helmut Berger (Matrixware 
Information Services GmbH, Austria),Michael Dittenbach (Matrixware Information 
Services GmbH, Austria), Mihai Lupu (Information Retrieval Facility ,Austria), and 
Marie-Pierre Garnier (Information Retrieval Facility ,Austria)
Webpage: http://pair.ir-facility.org

DSMM 2009: ACM First International Workshop on Data-intensive Software 
Management and Mining
Time: Friday, Nov 6, 8:30 - 12:30
Location: Rm 205
The focus of this workshop is to bring together researchers from software engineering 
(SE), data mining (DM), and database (DB) communities, for SE researchers to 
understand relevant data management and mining techniques and for DM/DB 
researchers to further understanding of issues and processes of software development 
and maintenance. 

Audris Mockus (Avaya Labs, USA), Seung-won Hwang (POSTECH, Korea), and 
Sunghun Kim (HKUST, China)
Webpage: http://ids.postech.ac.kr/dsmm2009
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Afternoon Workshops

SWSM 2009: ACM Second International Workshop on Social Web Search 
and Mining
Time: Monday, Nov 2, 13:00 - 17:30 
Location: Rm 205
The focus of this workshop is to bring together researchers and practitioners for an 
in-depth look at the theoretical as well as practical issues relating to search and mining 
of the social web. The scope of the workshop includes, but not limited to web mining, 
social network analysis, semantic web, information retrieval, and natural language 
processing in the context of social interactions.

General chairs: Irwin King (Chinese University of Hong Kong, Hong Kong) and Juanzi 
Li (Tsinghua University, China) 
Program chairs: Gri-rong Xue (Shanghai Jiao Tong University, China) and Jie Tang 
(Tsinghua University, China)
Webpage: http://arnetminer.org/confs/SWSM2009/ 

PAVLAD 2009: ACM First International Workshop on Privacy and Anonymity for 
Very Large Datasets
Time: Friday, Nov 6, 13:00 - 17:30 
Location: Rm 204
The focus of this workshop is to bring together researchers in the areas of data privacy 
and anonymization together with researchers in the area of high performance and very 
large data volumes management. We seek to collect the most recent advances in data 
privacy and anonymization and those in High Performance and Data Management.

Victor Muntés-Mulero (DAMA-UPC, Catalonia) and Jordi Nin (LAAS-, USA)
Webpage: http://www2.iiia.csic.es/~jnin/pavlad09
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MoSEDQS 2009: First Workshop on Model Driven Service Engineering and Data 
Quality and Security
Time: Friday, Nov 6, 13:00 - 19:00 
Location: Rm 205
The focus of this workshop is to bring together researchers from two important areas 
in Information Technologies and Service Engineering. Workshops is organized in two 
tracks. MoSE tracks aims to provide a forum to discuss different issues related to 
service engineering in conjunction with Model Driven development, boarding open 
research problems in this area as well as practical experiences. DQS tracks focus on 
Data Quality and Data Security and intends to provide a forum for researchers and 
practitioners working on approaches, methods, techniques, guidelines, and tools for 
auditing, measuring, predicting, evaluating, controlling, assuring and improving the 
quality and security of data.

Chairs: Esperanza Marcos (Rey Juan Carlos University, Spain), Mike Papazoglou 
(Tilburg University, Netherlands), Mario Piattini (University of Castilla-La Mancha, 
Spain), Manuel Serrano (University of Castilla-La Mancha, Spain), Ismael Caballero 
(University of Castilla-La Mancha, Spain), Valeria de Castro (Rey Juan Carlos 
University, Spain), and Belén Vela (Rey Juan Carlos University, Spain).
Webpage: http://www.kybele.etsii.urjc.es/MOSE2009/
    http://alarcos.esi.uclm.es/dqs/

Afternoon Workshops
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Banquet and Excursion

All CIKM 2009 registered participants are invited to attend the conference banquet 
and excursion on November 4, 2009. The conference excursion brings you to Ngong 
Ping 360, one of the greatest attractions in Hong Kong. Right after the excursion, a 
conference banquet will be held in the world-renowned Jumbo Floating Restaurant in 
Aberdeen Harbour.

Banquet
Hong Kong has long been known 
as a “Gourmet’s Paradise” and the 
Jumbo Kingdom is best known for 
fresh seafood specialties prepared 
by its renowned chefs, as well as a 
one the scenic landmarks of Hong 
Kong. Moored in Aberdeen Harbour, 
the Jumbo Kingdom is ornamented in 
the style of a gorgeous and exquisite 
ancient Chinese imperial palace.

The conference banquet will be held in this special restaurant on November 4 
evening. 
Address: Shum Wan Pier Drive, Wong Chuk Hang, Aberdeen Hong Kong 
Webpage: www.jumbo.com.hk
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Excursion
The conference excursion will be held 
on Wednesday afternoon of November 
4, 2009. Shuttle buses will be arranged 
from the conference venue directly 
to Tung Chung. Ngong Ping 360 is 
destined to be one of the Hong Kong’s 
must go attractions. The journey will 
start with a fascinating cable car ride 
from Tung Chung to a culturally themed 
village high atop a mountain plateau on 
Lantau Island. 

Just fi ve minutes stroll from Ngong 
Ping Village, you will fi nd the world’s 
tallest, outdoor, seated bronze Tian Tan 
Buddha Statue where you can enjoy 
the panoramic view of Lantau and the 
South China Sea from the podium. 
Right after the excursion, there will be 
shuttle buses to pick up guests from 
Tung Chung to the conference banquet 
venue. 

(Remarks: The excursion is subject to 
change or cancellation depending on 
the weather condition.)
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