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s Standard classification

X :>:> Class label

= Structured prediction

X m- Structured y
1. Vector:y, ,Y,,..,¥,

I 2. Segmentation
3. Tree
. Many, many possibilities
Feature function vector y yP

f( X1y) = fl(x’y)’ fz(an) J fQ(X,y),



Structured model

= Score of a prediction y for input x:
= S(X,y) =w. f(x,y)

= Challenge 1: Predicting highest scoring output
= Y. = argmax, s(x,y)
s Space of possible y exponentially large

= Exploit decomposability of feature functions
= f(X,y) = é'c f(X,yc,C)

= Challenge 2: Train w given many correct input-
output pairs (x4 Yq), (X2 ¥2) » X, Yn) (



Information Extraction (IE)

= Many different uses

=« Disease outbreaks from news articles

=« Addresses/Qualifications from resumes for HR DBs
= Titles/Authors/Venue/Year from citations

=« Room attributes from hotel websites

= Many approaches
= Rules-based ----—-—--- Statistical learners

= Varying levels of difficulty

= Wrappers for machine generated pages

= Fact extraction from speech transcripts



Clues that drive extraction

Orthographic patterns: names have two capitalized
words.

2 Keywor ds: N 10 B tokems beforeilotaian n 1
5. Order of entities: Titles appear before Journal names

+.  Position: Product titles follow a N(4in,1) distance from top
5. Part of speech tag of names is noun

. Collective: All occurrences of a word prefer the same
label

7. Dictionary match: Authors have high similarity with
person_name column of DB

Feature-based structured models provide an elegant
framework
= HMMSs, MaxEnt taggers, CRFs are special cases



Structured models in IE

Output structure Feature
decomposition

Label Vector Adjacent labels
Classical IE

Multiple label vector Adjacent labels + labels
Collective labeling across vectors

Segmentation Adjacent segments
Entity match

Multiple segmentations Entire set

Scoped learning
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Traditional |E

My review of Fermato6s | ast theore
1 2 3 4 3 6 7 8 9
t My review of Fer mp tlagts | theorem by S. Singh
X | other | Other | Other| Title Title Title | other | Author | Author

Yi— Yo Y3 Yo Y5 V¥s Y7 Ys— Yo
Y .
f(yia Y;—1,1, X)
Feature decomposition: N

f(YaX) — Z f(Yi:Yi—laxa i)
i=1

Inference: Viterbi can find best y in O(nm?)



Collective labeling

= Y IS very lively.
= Mr. XlivesinY.
= X buys Y Times daily.

Y12 Yoor—Y32 Ya 52
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Y11 Yor—Ya1 Ya1

Yi3 Yo3 33 Ya3 Ys3
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Sta rt| ng g raphS (..of an extraction task from addresses)
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Graph after collective edges




Markov model inference algorithms

s Exact: intractable

= Approximate

= Loopy Belief Propagation

=« Message passing (MP) on edges of the graph

« [Bunescu& Mooney 0604], [ Sutton
» Gibbs Sampling

« [Finkel& Manning. 0605]
» Greedy local search (ICM)

«[ Lu & Getoor 603]
« Aspecialtwo-pass variant: [ Krishnar

= Generic techniques, no guarantees



Associative Markov Networks

= Graph with only associative edge scores and node

SCOres

Y12 Yoo Y3 Ya

52

Assoclative scores

wi (i,i ) > wf (i,j) Yir, Y1 Ya1  Ya

Yi3 Y23 Ys3

33 Y3

= Optimal for m=2. %2 approximation for m > 2
= Min-cut with ®expansion (Boykov 6 9 9 )
= LP-based metric labeling algorithms (Klienberg & Tardos 6 0 2 )
= BP with TRW-S message schedules (Kolmogorov& Wa i nwr | g

Not directly usable Slow Worse guarantees



A cl oser Iook at




Our approach

BP on clusters of cliques and chains with single
node separators Clique X

Chain 1 I

Y50
Clique Y '
Chain 2
A —{ o] ®—0—0—0
Y13 Y23 M Y53 \ Chain 3

= Basic MP step: Compute max-marginals for a
separator node = MAP for each label of the node.

= MAP algorithms for chains =» easy and efficient.
= MAP algorithms for cliques=>» focus of this talk.

Y1 Yo Y3 Y5




Clique inference

= Given a cliqgue ¢ with n nodes, m labels
» f,(y,) Node scores foreach node u 2 c
s cp(y) Clique scores over all nodes inc

= Find MAP labeling y™ as
=y =argmax, (a4, f,(y,) +cp(y)

= [wo properties of clique scores
= Associative
= Symmetric: depends only on label counts



Clique scoring function

= Sum of associative potentials along each edge
of the clique

= NP-hard (reduction from set-cover)
= 13/15-approximation algorithm
= Runtime: O(nm log h



Alpha-pass algorithm

N— 7

~ f (a)-max '
Labeled a T U( ) — IU(J)

——

Labeled with best label | a

1. For every a, sortnodes by f (a)- max; f{,0)
1. Foralll - k- n
1. Label first kK nodes with  a _
2. Label the rest with their best non - a labels.
2. Pick the best solution across all (  a,k) combinations.



Comparison

a-pass algorithm State of the art

= LP-rounding [Kleinberg &
Tardos 0 0 2 ]

= Min-cut based a-expansion
[Boykovet . al . 00 1]

= TRW-S [Kolmogorove t al

= Optimal for m=2 = Optimal for m=2

= O(hmlog n) « O(M2n2)--0(m?n?)

= Atight bound Of 13/15 ' Atight bound of % even for
= Canbe generalizedtoa  (jiques

PTAS

= Empirically: 108 500
times faster



Structured models in IE

Output structure Feature
decomposition

Label Vector Adjacent labels
Classical IE

Multiple label vector Adjacent labels + labels
Collective labeling across vectors

Segmentation Adjacent segments
Entity match

Multiple segmentations Entire set

Scoped learning



Exploiting soft matches with existing entities

= During extraction there is often an existing large
database of entities

s [raditional IE: used exact word-level matches
with dictionary of entities

= [wo shortcomings

= Cannot exploit whole entity matches: example for
book titles

= Cannot handle noise in unstructured data
«sAR. Fagino and ARon Fagin



Sequence versus segmentation models

L 1 2 3 4 5 6 7 8
X R. Fagin and J. Halpern Belief | Awareness Reasoning
Author Author Other Author Author Title Title Title

Features describe the
f(y;,x,7,y;_1) singlewordii Fagi no

Y1 Yo Y3— VY4 Ys Yo Y7/ Y8

Segmentation model

l,u 1,=1, u=2 l,=u,=3 1,=4, u=5 1,=6, u,=8
X R. Fagin and J. Halpern Belief | Awareness Reasoning
y _ Author _ Other Author Title

S Y J N ~ _J

Similarity to author ﬁf(yjpljaujayj—lﬂx)

Features describe full entity



Features + MAP of segmentation

= Outputy is a sequence of segments s;, € , s

= Feature f(x,y) decomposes over segment and
label of previous segment

foGy) = P f(sy 1)

= MAP: easy extension of Viterbi O(m4nL)

= M = number of label, L = maximum length of a segment,
n = length of a sequence

= [wo further enhancements
= MAP with expensive database top-k match queries
= MAP with mix of word and segment-level features



Segmentation with soft DB match features

R. Fagin and J. Helpern, Belief, awareness, reasoning, In Al 1998

|
= l | Many large
— /\ tables
Surface features Database lookup features | Authors
(cheap) (expensive!) Name
T MY Vardi

Efficient search for J. Uliman

.. Ron Fagi
top-k most similar dibe o
Claire Cardie

entities J. Gherke

1. Batch up to do better than  ——

Thorsten

individual top-k? J Kleinberg

S Chakrabarti

2. Find top segmentation without Jay Shan

Inverted

top-k matches for all segments?

<:| Jackie Chan

index

Bill Gates




Top-k similarity search
Q: query segment
E: an entry in the database D

Score bounds

idf (1) Tuple id | upper | lower
Similarity score: 2teQNE QIIE]] : =
Goal: get k highest scoring Es in D
Bounds on 1. Fetch/merge
normalized tidlist subsets [~
df values 2. Point queries
(cached)
N
t t t t
T v ST T T Candidate matches
7 Upper and lower bounds on
Tidlists: pointers to  — dictionary match scores
DB tuples (on disk)




Best segmentation with inexact,

bounded features
= Normal Viterbi:

= Forward pass over data positions, at each position
maintain
« Best segmentation ending at that position
= Modify to: best-first search with selective feature
refinement

End state

s(0,0)

\

Suffix upper/lower
bound: from a
backward Viterbi
with bounded

\_ features .




Performance results

2500 I 1 I I | | |
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DBLP authors and titles
100 citations



Conclusions

= Feature-based structured models provide a
powerful, flexible framework for extractions from
noisy domains

= Key research challenges

» Efficient algorithms for MAP inference

= Collective inference
= Segmentation + top-k database lookup

= Training algorithms.
= Not covered in this talk. See

= Sunita Sarawagi and Rahul Gupta. Accurate max-margin
training for structured output spaces. ICML 2008.



Thank you.
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Training

= Given
= Several input output pairs
(X1, Y1)s (X2,Y 2)» 5 (X, Y )
» Error of an output: Ei(y),
= Feature vector f(x,y)

= [rain best w efficiently to minimize training error
and generalize

= [wo existing max-margin generalizations of
SVMs



Two max-margin objectives
= Margin

: ce e ~ N
MiNy ;» %‘JJWJJ2 + C 2 »

st: w:fi(y) . Ei(y)i » 8y 6 y;;i:1:::N
» ., 0 1:1:::N
= Slack
miny :» %‘JJWJJ2 +C :\Izl )
st: wiHi(y) ., 1 Ei»(iy) 8y 6 yi;i:1:::N
» ., 0 1:1:::N

Challenge: exponentially many constraints




Margin Vs Slack
= Margin

= Easy to train.

yM = argmax, (W:f(xi;y) + Ei(y))

= Too much importance to labelings far from margin

s Slack

= Difficult to find train.

y® = argmax, (1i Wifi(y)i gfyy)

s Zero loss of everything outside margin
« Higher accuracy.

=« Empirically found to be more accurate!



Two advances

= Variational approximation of inference needed
during Slack by repeated loss augmented MAPs
just as in Margin

s New loss function that is more accurate than
Slack and requires only MAP. (PosLearn)



Max-margin loss functions

25 1 Segmentation

35 - Sequence labeling = Margin
30 - E Slack 20 -
s 25 - u ApproxSlack §
E M 0 15 1
G o0 - PosLearn I"I—J 15
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