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The Grand and not so Grand 

Challenges For Data Mining in 

Business Applications 

Gregory Piatetsky-Shapiro

KDnuggets
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DARPA Grand Challenge

 Robotic vehicle to drive >100 

miles across desert (2005)
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Google Lunar X-Prize

The Google Lunar X PRIZE is a $30 
million international competition to 
safely land a robot on the surface of 
the Moon, travel 500 meters over the 
lunar surface, and send images and 
data back to the Earth. Teams must 
be at least 90% privately funded and 
must be registered to compete by 
December 31, 2010. 
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RoboCup

By the year 2050, 

develop a team of 

fully autonomous 

humanoid robots 

that can win 

against the human 

world soccer 

champion team.
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A Grand Challenge Problem

 can stimulate research

 produce dramatic advances

 get researchers, press, funding 

agencies, VC, etc,  interested
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Grand Challenge method �

not New

 Lindbergh non-stop flight across 

Atlantic, 1927 was in pursuit of $25,000 

Prize

 Hilbert Problems for Mathematics, 1900

 Ancient myths: superhero slays a 

dragon, a giant, etc
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Are there Grand Challenges

For Data Mining ?

 Panel at KDD-06
 Gregory Piatetsky-Shapiro (KDnuggets)

 Ronen Feldman, (Bar-Ilan U. & ClearForest) 

 Chabane Djeraba (U. of Lille)

 Lise Getoor (U. of Maryland)

 Robert Grossman (UIC & Open Data Group)

 Mohammad Zaki (RPI)
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Criteria for DM 

Grand Challenge Problem

 Involves Data Mining

 Data is very large and public

 Specific goal 

 Problem is interesting and ambitious 

(and can be stated in one sentence)

 Significant public benefit if solved
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Bad GC problems for DM

 analyze multi-media data

 not specific enough

 Pass Turing Test

 data mining is not central

 Mine all telephone calls in USA and find 

terrorist organizations

 not legal? data is not public
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Grand Challenge Ideas

 Literature-based discovery of drug X 

side effects

 Fraud detection from company financial 

statements

 Automatic tagging and categorization of 

1 Billion digital images (Djeraba)

 Finding all genes related to cancer

 Find traffic jam patterns in mobility data
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Grand Challenge ideas, 2

 Getoor: Wikipedia Test: make new entries via 

Link Mining, with quality >= current

 Grossman: Build 1 Billion Predictive Models 

(for traffic, biology?)

 Zaki: Functional Annotation of Proteins (Why, 

What, Where)
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GC candidate (Feldman)

SAT World History Test

Sample Question:

The Great Leap Forward in China was 
primarily designed to do which of the 
following?

 (A) Achieve rapid industrialization of the 
Chinese economy.

 (B) Oust the imperial government.

 (C) Promote capitalism within the Chinese 
economy.

 (D) Strengthen the Chinese so they could expel 
the Japanese from Manchuria.

 (E) Expand Chinese influence in the Third 
World.
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Grand Challenge for DM

 Won�t happen by itself

 Can be created when it is beneficial for 

a company or organization



(c) 2008 KDnuggets HK DM Forum, May 29, 2008 14

NetflixPrize �

First DM Grand Challenge

 Started Oct 2006

 $1 M prize for 10% improvement

 Progress Prize ($50K) � won in Oct 

2007 by team KorBell (Y. Koren)

 36619 contestants on 30240 teams 

from 170 different countries. 
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Netflix Prize

 Test Set fixed

 Progress � very fast 

initially, slow for the 

last year

 Best method �

ensemble of 100+ 

models
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X-KDD Foundation ?

 X-Prize foundation selects and funds 

problems where rapid progress can be 

achieved by a Grand Challenge.

 Can there be X-KDD Foundation for 

KDD Grand Challenges?

 Who will sponsor it?
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Recommender Systems 

- good area for Grand Challenges

Many companies

 Amazon

 Netflix

 Start-ups (CleverSet sold to ATG for 

$10M)

 ACM RecSys offers $100K Prize for the 

best start-up idea
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Grand Challenges 

and Business Challenges

 A case study
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Value of Data Mining 

(Industry View)

Value(Data Mining) = 

Sum (over all Appi) Progress(Appi) Value(Appi) 





Appi

ii AppVAppDMV )()(
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Case Study: 

Recommendations in Telco

 Company provides information to 

mobile callers

 Many millions of calls requesting 

information 

 Can we recommend something 

relevant?
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Recommender Case Study

Recommendation approach 1

 Find frequent sequences 

 Use frequent sequences to 

make recoms DMay 43

AMay 32

BMay 52

BMay 31

CMay 22

AMay 11

ReqDateCaller
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Recommender Case Study,2

Recommendation approach 1

 Find frequent sequences 

 Use frequent sequences to 

make recommendations DMay 43

AMay 32

BMay 52

BMay 31

CMay 22

AMay 11

ReqDateCaller

Here A, B is a 
frequent 
sequence
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Frequent Sequences

 Finding arbitrary sequences may take 

very long time 

 Simple approach: consecutive call pairs 

(linear time)

 E.g.  A, B, C, A, B  has pairs 

(A,B)  (B,C)   (C,A)  (A,B)

 Can we get useful results ?
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Case Study � Obstacle 1

 �Consecutive� method worked very well

 Found many valid sequences

 Most had one thing in common

 Can you guess what ?
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Obstacle 1

Most sequences were variations in spelling of 
the same business, e.g.

MCDONALD'S, MC DONALDS

STARBUCKS COFFEE, STARBUCKS

PIZZA HUT OF HAMILTON, PIZZA HUT

(note: for simplicity, we converted all names to 
upper case)
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Multiple Variations

Many items had multiple variations. Example: 

 MCDONALD'S

 MC DONALD'S

 MC DONALDS

 MCDONALDS

 MCDONALD'S RESTAURANTS

 MCDONALDS <city>

 MCDONALDS OF <city>
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Merging Descriptions
Method 1: merge by the same phone number

e.g. MCDONALD'S, Anytown, 555-1234

MC DONALDS, Anytown, 555-1234

collect sets with the same phone number 

merge into the most frequent name

Problem:  inconsistency.

sometimes MCDONALDS is the most frequent

other times MCDONALD'S
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Global Merge Rules

 Solution: global-merge rules, e.g.

MC DONALDS  MCDONALD'S

 Can be derived semi-automatically

 Need to be manually approved ONCE

 Maintainable !
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Problem 2: Starbucks & Target

 Description merge 

produced 

STARBUCKS  TARGET
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Problem 2: Starbucks & Target

 Reason: Starbucks coffee

shop inside Target Store

 Other similar cases

 Solution: identify suspicious 

cases automatically 

 Manually add to no-merge 

list
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Problem 3

 Many sequences are repeat calls

 If caller N asked for A before 

and condition X, and N calls 

again, N will ask for A with high 

probability 

 Recommending A again is silly 

 How can we use this info?

AMay 43

CMay 32

AMay 53

AMay 31

AMay 21

AMay 11

ReqDateCaller

Here A,A is 
a frequent 
sequence
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Great Opportunity $$$

Great Cost Savings with 

Automated Response

 When caller N calls again, offer 

Touch 1 to get A again

 Can be done automatically

 Save $$$ in operator labor
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Improving Recommendations:

additional ideas

 Consider non-consecutive sequences within N 
days
 A, B, C, A sequence gives pairs AB,  AC, AA, 

BC, BA, CA

 Back and Forward sequences
 Sequence A, B  gives AB, BA

 Weigh sequences depending on days 
between requests
 Weight(A,B) = 1/f(Interval(A,B))

 f(x) : x, sqrt(x), log(x) �
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Improving Recommendations:

what works

Significant Improvement

 Back and Forward sequences

 Sequence A, B add AB, BA

Little or no Improvement

 Consider non-consecutive sequences

 e.g. all calls within N days

 Weigh sequences depending on days between 

requests



(c) 2008 KDnuggets HK DM Forum, May 29, 2008 35

Recommender Test

 Train on Feb-Apr 07, evaluate on May (3 regions)

Prediction accuracy for May 2007
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3 regions similar; Accuracy declines with time; 

Strong Weekly pattern � accuracy up on Sat, Sun
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Business Challenges

 Data Engineering

 White-box data models

 Integration with operational systems

 Semi-automated is OK if Maintainable

 Privacy Issues

 ROI � Return on Investment


